
ECE 8803: Online Decision Making in Machine Learning Fall 2022

Lecture 3: August 30

Lecturer: Vidya Muthukumar

Disclaimer: These notes have not been subjected to the usual scrutiny reserved for formal
publications. They may be distributed outside this class only with the permission of the
Instructor.

In this lecture, we will establish a fundamental understanding of how to predict an
adversarially generated sequence of 0’s and 1’s. We will use big-Oh notation to explain some
ideas.

3.1. Sequential prediction

In classical “offline” machine learning (ML), a dataset is provided to us in advance, typically
comprised of input and output. The goal is to use this dataset to learn a model that predicts
the output of a fresh sample of input. In this class, we will explore situations in which
the dataset is not available all at once, but instead arrives in a stream. Moreover, in the
applications of interest, we cannot make any modeling assumption on the data: either it
is being generated by an unpredictable process, or strategically with an ulterior incentive
in mind1. These considerations motivate the sequential prediction problem of predicting a
stream of data, denoted by {Xt}Tt=1, over T time steps. (Typically, T will be quite large,
but finite.) The sequential prediction process operates in the following manner:

1. At time step t ≥ 1, we (the learner) have access to the preceding realizations of the
sequence, denoted by Xt−1 := {X1, . . . , Xt−1}. We can use these, and only these, to
make our prediction for the next round which is denoted by X̂t := fpredict(X

t−1). In
general, fpredict will be randomized (for reasons that will become clear as we go through
the lecture).

2. After making our prediction, we observe the true realization of the sequence at step
t, denoted by Xt. We then incur a loss denoted by `(X̂t;Xt) which takes a value in
the interval [0, 1]. Ideally, we would have liked X̂t to be as close to Xt as possible, so
we can think of the loss function `(X̂t;Xt) as measuring some notion of a distance
between X̂t and Xt.

Accordingly, our goal is to design a prediction scheme that ensures that the total, or
cumulative loss given by LT :=

∑T
t=1 `(X̂t, Xt). Figure 3.1 depicts sequential prediction in a

schematic diagram. Throughout this note, we will consider the special case of prediction of
a binary sequence, the simplest canonical example of sequential prediction.

1. This is an informal way of connecting the motivation for studying online prediction to repeated game
theory. We will return to this connection later in the course.
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Figure 3.1: A schematic of binary sequence prediction.

Example 1 (Binary sequence prediction with 0− 1 loss) In binary sequence predic-
tion, the sequence {Xt}t≥1 takes values in the binary alphabet {0, 1}. At every step t, our
prediction rule fpredict(·) will also map from the past stream Xt−1 to a value in {0, 1}, i.e.
X̂t ∈ {0, 1}. Our loss is measured via the 0− 1 loss, also called the Hamming loss2. In other
words, we have

`Ham.(X̂t;Xt) := I[X̂t 6= Xt]. (3.1)

The goal of minimizing this loss function over multiple steps has a simple interpretation: we
simply want to predict the future correctly as many times as possible! A simple example to
ground your intuition in would be weather prediction, where 0 represents a rainy day (or
hour) and 1 represents a sunny day.

Henceforth in this note, we will denote ` := `Ham. for brevity and focus on the case of binary
sequence prediction to build intuition.

3.1.1 Warm-up: Exploiting past data on a stochastic sequence

In classical ML, we typically assume that the data is independently and identically distributed,
henceforth denoted by iid. Let us begin by asking what a reasonable strategy would be in
the corresponding case for sequential prediction. In other words, how do we predict an iid
binary sequence Xt ∈ {0, 1}, where we denote p := P[Xt = 1]?

As in classical ML, we will assume p to be unknown beforehand. For reasons that will
become clear, we will also assume p 6= 0.5, i.e. the sequence is more likely to be one of the
letters than the other. Note that if p was known to us, the optimal prediction function
would be

f∗predict(X
t−1) =

{
0 if p < 0.5

1 if p > 0.5,
:= I[p > 0.5]. (3.2)

When p > 0.5, this rule always predicts 1 and incurs a loss of 1 whenever the sequence
realization was 0. When p < 0.5, this rule always predicts 0 and incurs a loss of 1 whenever
the sequence realization was 0. Thus, this rule will incur a total loss of L∗T := min{p, 1−p}·T
in expectation over the randomness in the iid Bernoulli sequence. This actually turns out
to be the best possible performance: no other predictor can incur a smaller loss than L∗T .
Thus, L∗T benchmarks our performance for this case.

2. This is one of the simplest, but also most unforgiving loss functions. It is also by no means the only
loss function that is sensible to study. In fact, the “logarithmic” loss function has been studied by
information and coding theorists, and interesting links exist between the problems of sequential prediction
and sequential compression.
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When p is unknown, our goal is to design a prediction strategy that does almost as well as
the optimal predictor given by f∗predict. An intuitive approach would be to attempt to estimate
the value of p from past data, plug in this estimate, and use the rule in Equation (3.2) for
prediction. This amounts to picking the majority vote from the sequence, i.e. selecting the
letter that yields the least loss over all past rounds. This prediction algorithm is called
Follow-the-Leader (henceforth abbreviated to FTL), and is defined below.

Definition 1 (“Follow-the-Leader”) The Follow-the-Leader prediction algorithm con-
structs the estimate P̂t := 1

t−1

∑t−1
s=1Xs from the past realizations of the sequence Xt−1, and

makes the prediction fFTL(Xt−1) := I[P̂t > 0.5].

FTL constitutes a “greedy”, or exploitative strategy of purely using the past data to make
a decision. When the data is iid (as in classical ML), FTL is the natural approach to
online prediction, and it works well. This is because after a finite number of rounds, with
high probability, we will be able to correctly determine whether p > 0.5 (in which case the
optimal strategy is to always predict 1) or p < 0.5 (in which case the optimal strategy is to
always predict 0). More formally, suppose that we are in the case where p > 0.5. A direct
application of Chernoff’s bound and Hoeffding’s inequality, which you learned about in the
review lectures last week, gives us

P[FTL predicts 0 at time step t ] = P[P̂t ≤ 0.5]

= P[P̂t − p ≤ −(p− 0.5)]

≤ e−2(t−1)(p−0.5)2 .

Thus, FTL predicts the wrong letter 0 with exponentially decaying probability over time!
As a concrete example, consider the case p = 0.7. The calculation above shows that the
probability of FTL predicting 0 at time steps 1 and 100 is upper-bounded by 0.5 and 3×10−4

respectively.

Putting this observation together with the fact that the optimal strategy is to al-
ways predict 1 at every time step, we observe that FTL incurs a total loss of at most∑T

t=1 e
−2(t−1)(p−0.5)2 = 1

(1−e−2(p−0.5)2 )
over and above the optimal predictor’s loss L∗T .

3.2. What is different with adversarial data?

Unfortunately, algorithms like FTL are overly tailored to a classical ML environment.
Consequently, they turn out to be poorly suited to data that deviates from the classical
ML setting. To illustrate this, we now consider a simple example for which FTL suffers
catastrophic loss.

3.2.1 Why following the leader (FTL) is misleading

Suppose that, instead of the iid assumption on the sequence that we made earlier, the
sequence was being generated by an adversary who guesses that we are going to use the
FTL algorithm and wants us to make as many prediction errors as possible. As the table
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below shows (suppose T is even), the sequence is surprisingly simple:

t 1 2 3 4 · · · T − 1 T

Xt 1 0 1 0 · · · 1 0

X̂t 0 1 0 1 · · · 0 1

Here, FTL will predict 1 in even rounds and 0 in odd rounds (via the tie-breaking rule).
Since the sequence is exactly opposite in nature, FTL incurs a loss of 1 on every round and
the total loss incurred is equal to T , the worst possible!

3.2.2 The need for randomization

The above example shows us that FTL is not a satisfactory algorithm for online prediction
and can be easily fooled into making the wrong decision all the time. How should we improve
it? Here is one possible idea: The sequence of alternating 0’s and 1’s generated to mislead
the FTL algorithm is itself quite predictable as it is periodic. We could exploit this to tailor
our prediction approach to whether the round is odd or even in the following way (described
informally): If the time step is even (odd), follow the leader from all the even (odd) rounds.
This algorithm, informally called Periodic-FTL, completely resolves the earlier catastrophic
performance of FTL on the periodic sequence; in fact, it never makes an error. However, an
adversary can design a different sequence that now fools Periodic-FTL:

t 1 2 3 4 · · · T − 1 T

Xt 1 1 0 0 · · · 0 0

X̂t 0 0 1 1 · · · 1 1

The table below shows that Periodic-FTL would make an error on predicting this sequence
on every round, and thus incur total loss equal to T .

Thus, the central problem with algorithms like FTL and Periodic-FTL are not the exact
details of the prediction rule, but the fact that they are deterministic functions of past data.
This leaves them completely open to exploitation by an adversary. To see this, suppose we
used an arbitrary deterministic prediction algorithm3 given by maps fdet. : {0, 1}t−1 → {0, 1}
for every t ≥ 1. Then, an adversary who wants us to make an error on every round can do
something very simple: anticipate our prediction X̂t := fdet.(X

t−1) (which is deterministic
given the already observed stream of data Xt−1), and give us the exact opposite Xt = 1− X̂t.
This forces us to incur a loss of T .

3.3. Trading off exploitation and randomization: The multiplicative
weights algorithm

The calculation above hints at a fundamental limitation of all deterministic algorithms,
and suggests that against a maliciously generated sequence, we need to try something
different: in particular, we need to introduce our own randomization into the algorithm.

3. Both FTL and Periodic-FTL are clearly examples of deterministic strategies, as is the optimal algorithm
in the case of the iid Bernoulli sequence with p known.
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By a randomized algorithm, we mean that our prediction function now maps the past to a
probability between [0, 1], and we select X̂t according to that probability. In other words, for
a map frand. : {0, 1}t−1 → [0, 1], we have:

X̂t = 1 with probability Pt := frand.(X
t−1).

A randomized algorithm removes the fundamental flaw present in a deterministic algorithm
that the adversary can anticipate exactly what will be predicted and generate the opposite.
In particular, the algorithm’s in-built randomization obfuscates the true identity of X̂t from
the adversary. To see this, consider the extreme example of pure-guessing (colloquially called
the Pure-Guess algorithm) for which frand. = 1/2 regardless of the past. It is easy to verify
that

E[
T∑
t=1

`(X̂t;Xt)] =
T∑
t=1

P[X̂t 6= Xt] =
T

2

for any realization of the sequence {Xt}Tt=1: an adversary cannot exploit the pure-guessing
strategy at all. However, pure guessing is obviously very suboptimal: it continues to incur
the loss T/2 on an extremely easy-to-predict sequence where Xt = 1 for all t ≥ 1; in fact,
FTL would incur zero loss on predicting this sequence.

It is clear that a reasonable approach needs to trade off exploiting the patterns that are
present in past data, and randomizing to avoid being exploited by an adversary. We can
do this by initially assigning an equal ”weight” to each letter (denoted by wt,0, wt,1, and
multiplying each weight by a proportional factor depending on the value of the observation.
Then, we convert the weights into probabilities by selecting Pt =

wt,1

wt,1+wt,0
. This is called

a multiplicative weight update, and has the following critical qualititative property: if the
observation is Xt = 1, wt,1 (the weight on 1) will increase and wt,0 (the weight on 0) will
decrease.

Algorithm 1 Multiplicative weights (also called exponential weights/Hedge)

1: Input: step size η, number of rounds T
2: Initialize wt,0 = wt,1 = 1
3: Initialize Lt,0 = Lt,1 = 0
4: for t = 1, . . . , T do
5: Lt−1,j =

∑t−1
s=1 I[Xs 6= j] for j ∈ {0, 1}

6: wt,j = exp(−ηLt−1,j) = wt−1,j · exp(−ηI[Xt−1 6= j])

7: Predict X̂t = 1 with probability Pt :=
wt,1

wt,1+wt,0
.

8: end for

Note that the weight at time t can be written as a product of the previous weight and
the exponential of the loss that was incurred at that round. This, at a very high level, is
the etymology of the term “multiplicative weights”. Here, η ∈ (0,∞) is an important hyper
parameter of the multiplicative weights algorithm and can be interpreted as the learning
rate. In this most basic form, η is chosen as a function of T , but as we will see in future
lectures, can also be chosen to vary with the time step t or even data-adaptively. Intuitively,
the value of η dictates the extent to which the algorithm randomizes, with lower values of η
leading to more randomization. We can see this by considering two extreme cases:
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• When η is close to 0, Algorithm 1 yields Pt = 1/2 on all rounds, which is the pure
guessing algorithm. This constitutes too much randomization.

• A very large value of η puts very high probability on the value that was observed more
often out of {0, 1}. When η →∞, Algorithm 1 reduces to FTL.

The accompanying Jupyter notebook visualizes the performance of the multiplicative weights
algorithm on various sequences for multiple choices of the learning rate η.

3.3.1 “Regret” as a way of measuring performance

In the next lecture, we will mathematically analyze the multiplicative weights algorithm
for an arbitrary adversarial sequence and see how to tune the knob η to optimally trade
off exploitation and randomization. In the meantime, it is worth taking a step back to ask
what kind of performance guarantee is even possible on such an adversarial sequence. After
all, we cannot expect to get every single prediction right in such an adversarial setting. The
correct notion turns out to be to measure the extra loss that we incur with respect to the
minimal loss we could have incurred in hindsight, if we had seen the entire sequence all at
once and chosen a fixed prediction on all rounds. More formally, this best-loss-in-hindsight
is given by L∗T := minx∗∈{0,1}

∑T
t=1 `(x

∗;Xt), and we define regret incurred on a sequence

XT := {X1, . . . , XT } as:

RT (XT ) := E

[
T∑
t=1

`(X̂t, Xt)

]
︸ ︷︷ ︸

our algorithm

− min
x∗∈{0,1}

T∑
t=1

`(x∗;Xt)︸ ︷︷ ︸
best fixed prediction

. (3.3)

Note that our benchmark is the set of constant predictors, i.e x∗ = 0 or x∗ = 1, on all rounds.
This benchmark, coincidentally, is the same as the one that we used for prediction of a
stochastic Bernoulli sequence in Section 3.1.1. It is a very valid question to ask why this is
always the right benchmark, particularly for examples like the periodic sequence (where the
benchmark of a different predictor for even and odd rounds makes much more sense). Time
permitting, we may discuss benchmark selection at a high level later in the course.

For now, we sweep this issue under the rug and provide one justification for the constant-
predictor benchmark: it turns out to be the best that we can do. More formally, it turns
out that for any prediction algorithm, there exists an adversarial sequence XT such that
RT (XT ) = Θ(

√
T ), i.e. we need to pay at least

√
# of rounds over the constant-predictor

benchmark. We conclude this lecture with the question of which of the algorithms we
introduced in this lecture (if any) meet a very basic guarantee of sublinear-in-the-number-
of-rounds regret. By sublinear regret, we mean that RT (XT ) = o(T ) for any sequence

X1, . . . , XT , which implies that the average regret RT (XT )
T decays to 0 as T →∞.

It turns out that while FTL and Periodic-FTL do not satisfy this basic requirement: in
fact, they can be shown to suffer from a much worse linear-in-the-number-of-rounds regret
(i.e. Θ(T ) regret). However, the multiplicative weights algorithm with an optimally chosen
learning rate η achieves sublinear regret that is Θ(

√
T ) on any sequence, matching the

best possible performance. Thus, multiplicative weights is (one of the) optimal prediction
approach(es) against an adversarially chosen sequence!

We will see why and how this is the case in the next lecture.
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Brief bibliographical notes (optional reading)

The origins of adversarial prediction and the notion of regret that we define here originate
with the seminal work by James Hannan, who examined the problem of adversarial prediction
motivated abstractly by repeated game play (Hannan, 1957). Hannan’s original algorithm
used a slightly different idea of following a randomly perturbed leader which we will explore
a few lectures later.

The multiplicative weights algorithm in the form that we present here was originally
conceived by Littlestone and Warmuth (1994)4. They were motivated by a sequential
prediction in ML in which we may want to aggregate multiple candidate predictors (often
called “experts”) in order to achieve reasonable performance even in the presence of outliers
or a lack of statistical assumptions on the data.

The original theoretical guarantees on these algorithms constituted mistake bounds of
the form E[

∑T
t=1 `(X̂t;Xt)] ≤ c(L∗T + log(# of experts)) for some c > 1. While such bounds

are interesting in their own right, they clearly do not imply a sublinear regret bound as in

general c > 1. Bounds of the form
E[
∑T

t=1 `(X̂t;Xt)]
L∗
T

= o(1) were proved by Littlestone and

Warmuth (1994); Vovk (1990), implying a sublinear regret guarantee. The first explicit
O(
√
T ) bound on regret was provided by Cesa-Bianchi et al. (1997) for the K-ary predicion

setting, and generalized by Freund and Schapire (1997) to a decision-theoretic setting with
K experts where each expert has its own loss function. In these bounds, the dependence on
the alphabet size (or the number of experts) K is typically logarithmic. We focus on the
simplest setting of binary prediction (i.e K = 2) in this course, and so will not examine this
dependence on K in depth.

Freund and Schapire (1997) called the generalization of the multiplicative weights algo-
rithm to the decision-theoretic setting Hedge; the terms multiplicative weights, exponential
weights, weighted majority and Hedge are often used interchangeably.
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