
ECE 8803: Online Decision Making in Machine Learning Fall 2021

Lecture 26: December 1

Lecturer: Vidya Muthukumar

Disclaimer: These notes have not been subjected to the usual scrutiny reserved for formal
publications. They may be distributed outside this class only with the permission of the
Instructor.

On Monday, we introduced the basic setting of multi-agent interaction, introduced concepts
from zero-sum game theory, and saw their interplay with no-regret online learning algorithms.
In our last lecture, we will briefly overview some ongoing research topics that are at at the
intersection of learning and game theory.

26.1. Recap: Convergence (on average) of no-regret learning algorithms
in zero-sum games

Last lecture, we introduced the zero-sum game model, whose definition we recap below.

Definition 1 (Finite zero-sum game) A two player, finite zero-sum game is defined by
action spaces A1 := {1, . . . ,m} and A2 := {1, . . . , n} for players 1 and 2 respectively, and
common “payoff matrix” A := {Aij}(i,j)∈A1×A2

whose interpretation is as follows: when
player 1 plays action i and player 2 plays action j, player 1 obtains reward equal to Aij

and player 2 obtains reward equal to −Aij. Equivalently, player 1 wants to maximize the
payoff function specified by A, while player 2 wants to minimize this payoff function. The
action tuple (i, j) that is picked by players 1 and 2 is commonly called a pure strategy
pair. Players can also mix their pure strategies in a probability distribution, which we will
examine subsequently.

In particular, we defined the notion of Nash equilibrium, which turns out to be equivalent
to any maximin strategy for P1 (the maximizing player) and minimax strategy for P2 (the
minimizing player) via a beautiful classic result called the minimax theorem. We denote any
Nash equilibrium by (x∗,y∗), and recall that the minimax theorem tells us that

max
x

min
y

x>Ay = min
y

max
x

x>Ay =: A∗. (26.1)

The question then arose of how players can approach this equilibrium naturally by playing
some learning algorithms against each other. Last lecture, we saw that it is well-motivated
for the players to use “no-regret” online learning algorithms (such as FTPL or multiplicative
weights) to deploy mixed strategy sequences {xt}t≥1 and {yt}t≥1. The precise sense in which
these no-regret algorithms are applied is as follows: P1 considers her m pure strategies
as “experts”, and evaluates the performance of each pure strategy (expert) according to
the reward she would have received had she followed that strategy on all previous rounds.
(A similar reasoning works for P2, who has n “experts” as pure strategies.) Formally, the
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no-regret guarantees for P1 and P2 look like

T∑
t=1

x>t Ayt ≥ max
x

T∑
t=1

x>Ayt −RT and

T∑
t=1

x>t Ayt ≤ min
y

T∑
t=1

x>t Ay +RT .

We saw a striking consequence of the no-regret property together with the minimax theorem
last lecture: if both players follow no-regret algorithms, then their average strategies converge
to Nash equilibrium! In other words, we can show that∣∣∣x>TAyT −A∗

∣∣∣ ≤ 2RT

T
. (26.2)

This result is a critical consequence of the minimax theorem (which in turn implies uniqueness
of the equilibrium value): as we will briefly see today, this type of sweeping result does not
hold for the more complex non-zero-sum case.

26.1.1 Implications for convex-concave min-max optimization

The result above implies a remarkably simple algorithm for computing the Nash equilibrium
of a zero-sum game: simply allowing each player to play a no-regret algorithm, such as
multiplicative weights or FTPL, and accumulate the time-average of the ensuing strategies!
This algorithmic principle turns out to work well beyond a finite-game setting. In particular,
consider the following min-max optimization problem

min
x

max
y

f(x,y) (26.3)

that arises in several contexts in modern machine learning. For example, in adversarial
training, x can represent the parameters of a model and y constitutes a perturbation to
input data. Our goal is to solve the above min-max optimization problem and find a point
(x∗,y∗) that achieves the min-max value of Equation (26.3).

For arbitrary functions f(·, ·), solving the objective in Equation (26.3) is significantly
tougher than computing a Nash equilibrium in a finite zero-sum game (in fact, in the worst
case it is known to be computationally hard)! However, it turns out that we can generalize
the ideas from last lecture to solve this objective if f(·, ·) has the following convex-concave
structure:

• For any y, f(·,y) is convex.

• For any x, f(x, ·) is concave.

In this setting, a generalization of von-Neumann’s minimax theorem (called Sion’s minimax
theorem) implies that minx maxy f(x, y) = maxy minx f(x, y). Moreover, a generalization
of the theory developed last lecture implies the following (informally stated):

If the “min player” (who controls x) uses an online convex optimization algorithm to
minimize her losses (given by `t(x) = f(x,yt)), and the “max player” (who controls y) uses
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Figure 26.1: Evolution of the day-to-day behavior of P1 arising from no-regret algorithms
in the matching pennies game (or the goalie-forward game). Recall that the
unique Nash equilibrium of this game is given by (1/2, 1/2), and so we would
ideally like P1’s behavior to be as close to 1/2 everywhere as possible. The
figure on the left shows the case where P1 gets to observe P2’s mixed strategies
{yt}t≥1, and the figure on the right shows the case where P1 only gets to
observe P2’s realizations {Jt ∼ yt}t≥1.

an online concave optimization algorithm to maximize his rewards (given by
gt(y) = f(xt,y)), then their averaged iterates xT ,yT will approximately solve

Equation (26.3). This is also commonly called an approximate Nash equilibrium of the
convex-concave game.

This result can be proved via a generalization of Equation (26.2) with some extra
steps (that independently use the convex-concave structure in f), and has some profound
implications. For example, considering the case of adversarial training with simple ML
models such as linear models (which can be verified to yield convex-concave objectives), this
tells us that adversarial training is no harder than regular training (without adversarial
perturbations to the data), the only difference being that we need to average our iterates.

In fact, this seminal result forms the basis for several algorithms used for adversarial
training (and also the more complex task of training of GANs) in practice; in particular,
the gradient-descent-ascent algorithm. (This is in fact much faster in terms of iteration
complexity, than solving the inner maximization for every possible value of x, and minimizing
the ensuing function φ(x) := maxy f(x,y).)

26.1.2 Challenge #1: Understanding day-to-day behavior

Despite the impressive progresses above, a couple of key challenges do remain to better
understand equilibrium computation and its connections with learning in the zero-sum
setting. The first challenge involves understanding the day-to-day behavior arising from two
players playing no-regret algorithms against one another. In other words, we have shown
that (xT ,yT )→ (x∗,y∗). But what about the actual iterates (xT ,yT )?

Figure 26.1 plots the iterates arising as an outcome of three popular no-regret algorithms.
The first is the multiplicative weights algorithm (MWA), the second is an “optimistic” variant
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(which we will define shortly), and the third is a “log-barrier” version of multiplicative
weights which we will not discuss at length. Figure 26.1 shows highly complex behavior of
the individual iterates (xT ,yT ), even though the averaged iterates do converge. In particular,
the figure on the left (which considers an idealized case where P1 gets to observe P2’s mixed
strategies) shows that MWA always oscillates around the Nash equilibrium (1/2, 1/2) even
though the average strategy does converge to the equilibrium! Under this idealized case, it
is possible to come up with a fix to this oscillation issue via an “optimistic” multiplicative
weights update. This update considers the “optimistic” estimate of reward

G1,t(i) :=

t∑
s=1

gt,i+gt,i,

and plugs it into the MWA. Note that this update essentially counts the last reward twice,
and so slightly upweights it.

The left panel in Figure 26.1 essentially shows that this idea of optimism magically fixes
the issue of oscillations under the idealized case where P1 gets to observe P2’s actual mixed
strategies, and vice versa. However, this is a very unrealistic assumption for actual game-
playing. To see why, think of the goalie-forward game example. As a goalie, I would only be
able to see the forward’s past executions of his strategy, not the mixtures themselves (which
are his own internal deliberation). Accordingly, in most settings of repeated interaction we
only assume that P1 gets to see P2’s realizations Jt ∼ yt. Under this model, it turns out
that the issue of oscillations in the day-to-day behavior arising from no-regret algorithms
are far more acute, and an impossibility result has been shown for certain classes of such
algorithms. While some learning algorithms are known to avoid this issue, they no longer
satisfy the no-regret property. (See the additional notes for further details.)

In general, understanding the day-to-day behavior of learning algorithms is a challenging
topic and continues to be one of active research. Understanding day-to-day behavior is
essential to model and predict the impact of algorithms in market design, that tend to
interact with each other and affect one another, and perhaps use these predictions to further
inform algorithm design.

26.1.3 Challenge #2: Non-convex-concavity in adversarial ML

The challenge of understanding the last-iterate behavior of no-regret algorithms when
deployed against one another is primarily behavioral : how will learners behave in the long-
term when they interact with one another? A second core challenge in zero-sum game theory
is associated with computation of the min-max objective

min
x

max
y

f(x,y) (26.4)

in the case where f(·,y) need not be convex, and/or f(x, ·) need not be concave. This
is typically the case in practice for ML applications. For example, in adversarial training
f(·,y) usually involves training the parameters of a highly nonlinear model, such as a neural
network. And f(x, ·) involves finding an adversarial perturbation for a highly complex loss
function (such as the 0-1 loss), which is not well-behaved. Training of GANs, in particular,
is known to be particularly difficult and empirically susceptible to several issues.
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In general, tractable nonconvex-nonconcave min-max optimization in settings that are
relevant to ML1 is an open and highly important research problem. There are two core
intertwined issues that arise in the nonconvex-noncave min-max optimization problem:

• The online optimization algorithms that we have explored in the class, and proven
guarantees for, heavily relied on convexity (or concavity) of the function, and the
insights do not generalize. Thus, it is not clear that they will still allow no-regret
guarantees in the setting where f(·,y) may be nonconvex and/or f(x, ·) may be
nonconcave. (We can find counterexamples for online gradient descent, for example.)

• The nonconvex/concavity poses an even more fundamental issue in min-max optimiza-
tion, which is that we no longer can guarantee a minimax theorem, i.e. we can find
examples for which minx maxy f(x, y) 6= maxy minx f(x, y). This, in fact, means that
a Nash equilibrium (x∗,y∗) need not always exist in this complex setting!

The second core issue is particularly fundamental to min-max optimization, and suggests
that the problem may be difficult to solve even in settings where the individual minimiza-
tion/maximization problems may be tractable (as is sometimes the case in, for example, neural
network training). It also means that in the worst case, the only reasonable approach may be
to consider P1 to go first and P2 to go second, and compute minx maxy f(x, y) := minx φ(x)
directly (where φ(x) := maxy f(x, y)). This approach is, in fact, the basis of “two-timescale”-
based approaches in which the minimization loop of gradient descent is run significantly
slower than the maximization loop. While such approaches are often eventually guaranteed
to converge (and form the current basis of adversarial training algorithms), they are also
extremely slow: while training a ML algorithm can only take a few hours, adversarial training
takes upto a week! Speeding up such robust optimization in nonconvex-concave settings like
the ones that arise in ML practice is an important open research problem.

26.2. Strategic non-adversarial interaction

The zero-sum paradigm is a very restrictive one for modeling strategic interaction. While
agents may be strategic (and typically in a competitive way) with one another, they need not
be exactly adversarial. We now provide one such example of strategic but non-adversarial
interaction, that arises in traffic routing.

Example 1 (Traffic routing) Figure 26.2 depicts an example of traffic routing played
with 2 drivers. Each driver wishes to minimize her total travel time2 from source s to
destination t. There is a competitive element to this game, as each driver in isolation would
ideally have liked to use the fastest route s→ v → w → t; indeed, this turns out to be the
Nash equilibrium of this game. However, the drivers are not adversarial to one another, and
this outcome turns out to actually be a bit suboptimal for both of them. The outcome on the
left (which is a different Nash equilibrium) has the drivers stay out of each other’s way, and
turns out to be strictly better overall for both drivers.

1. In general, this problem is known to be NP-hard.
2. This is similar to the examples that we considered in the bandits module of the class, but now with a

multi-agent flavor!



26-6 Lecture 26: December 1

Figure 26.2: A traffic routing example, in which two drivers aim to minimize their total cost
in moving from source s to destination t. `(x) denotes the congestion on the
road, and x denotes the fraction of total traffic on the road. Note that while
the congestion on some of the roads is fixed (e.g. `(x) = 1), on others it is a
function of the fraction of total traffic. This leads to a divergence in outcomes
between the socially optimal Nash equilibrium (the figure on the left) and the
socically suboptimal Nash equilibrium outcome (the figure on the right).

The above example shows that in many real-world interactions, agents are strategic but
not adversarial. Motivated by this observation, we formally define a non-zero-sum game
below.

Definition 2 (Finite non-zero-sum game) A two player, finite non-zero-sum game is
defined by action spaces A1 := {1, . . . ,m} and A2 := {1, . . . , n} for players 1 and 2 respec-
tively, and payoff matrices A := {Aij}(i,j)∈A1×A2

,B := {Bij}(i,j)∈A1×A2
whose interpretation

is as follows: when player 1 plays action i and player 2 plays action j, player 1 obtains
reward equal to Aij and player 2 obtains reward equal to Bij. Equivalently, player 1 wants
to maximize her payoff function specified by A, while player 2 wants to maximize his payoff
function specified by B. The action tuple (i, j) that is picked by players 1 and 2 is commonly
called a pure strategy pair, and a distribution over tuples (x,y) is called a mixed-strategy
pair.

Note that a zero-sum game is in fact a very special case of the non-zero-sum game, obtained
by setting B = −A. The non-zero-sum case is significantly more complex and subtle in
many ways. However, we can at the very least generalize the Nash equilibrium concept to a
non-zero-sum game, and a mixed-strategy Nash equilibrium is always known to exist! We
define the notion of Nash equilibrium for non-zero-sum games below.

Definition 3 A mixed strategy-pair (x∗,y∗) is a Nash equilibrium of a zero-sum game
defined by payoff matrices (A,B) if we have:

(x∗)>Ay∗ ≥ x>Ay∗ for all x and

(x∗)>By∗ ≥ (x∗)>By for all j = 1, . . . , n.

In other words, P1’s mixed strategy x∗ is a best-response to P2’s mixed strategy y∗, and
P2’s mixed strategy y∗ is a best-response to P1’s mixed strategy x∗.
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Movie (P2) Ball-game (P2)

Movie (P1) (5,6) (1,1)

Ball-game (P1) (1,1) (6,5)

Remarkably (this is the theorem that made John Nash famous!), there always exists a
mixed-strategy Nash equilibrium for any non-zero-sum game. However, its characterization
is significantly more complex than a zero-sum game. In general, the Nash equilibrium
need not be unique (which is also possible in the zero-sum case). Moreover, (unlike the
zero-sum case!) two different equilibria (x∗1,y

∗
1), (x∗2,y

∗
2) can yield two different payoff

values (A∗1, B
∗
1), (A∗2, B

∗
2) for players 1 and 2 respectively! This subtlety turns out to lead

to significant challenges (and impossibility results) in computing a Nash equilibrium for
non-zero-sum games; see the additional notes and references for more details.

To get intuition about the Nash equilibrium condition, we present the battle-of-the-sexes
game in Table 26.2. This is a classic example in game theory that has both a competitive
and cooperative element, as summarized below:

• Competitive element: P1 prefers to go to the ball-game with P2 (as evidenced by
her greater payoff of 6 from this outcome), while P2 prefers to go to the movies with
P1 (as evidenced by his greater payoff of 5 from this outcome).

• Cooperative element: While P1 and P2 have diverging preferences, as detailed
above, they would both vastly prefer their respective suboptimal options over going to
their preferred options alone. In other words, if P1 goes to the ball-game but without
P2, her payoff drops to 1. Similarly, if P2 goes to the movies but without P1, his payoff
drops to 1.

The battle-of-the-sexes game is one in which the cooperative element “outweighs” the
competitive element in a certain strong sense. In fact, there are two pure-strategy Nash
equilibria of the game: one in which P1 and P2 both go to the movies, and one in which P1
and P2 both go to the ball-game. It is interesting to ponder the properties of these equilibria:
while they are “stable” in the sense of Definition 3, they are in a certain sense unfair : in
particular, P1 prefers equilibrium outcome 1 and P2 prefers equilibrium outcome 2. This is a
slightly dissatisfying property of Nash equilibrium—while the social welfare in both outcomes
is equal to 5 + 6 = 11, there is an asymmetry in fairness of either outcome. Example 1,
in which both visualized figures represent Nash equilibria, also shows that different Nash
equilibria can result in different outcomes. Obviously, the outcome on the left (in which the
players stay out of each other’s way) is preferred.

26.2.1 (Coarse) correlated equilibrium

An alternative scenario for multi-agent interaction is one in which the agents can implicitly
coordinate their responses (through some kind of shared/common randomness). For example,
the outcome of a common flipped coin I (which is a random variable) could simultaneously
influence both players’ strategies. Formally, such a coordinated mixed strategy is defined as
a joint distribution over the strategy set {1, . . . ,m} × {1, . . . , n}. Formally, zij represents
the probability that P1 plays i and P2 plays j, and we have

∑
(i,j) zij = 1. We denote
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z := {zij}i∈{1,...,m},j∈{1,...,n} as shorthand to be the vector of coordinated mixed strategies.
The corresponding marginal mixed strategies for P1 and P2 are denoted by x and y
respectively.

Then, we can define a more expressive equilibrium concept called (coarse) correlated
equilibrium3 below:

Definition 4 A coordinated mixed strategy z∗ is a coarse correlated equilibrium if for its
corresponding marginal mixed strategies x∗,y∗, we have:∑

(i,j)

z∗ijAij ≥ x>Ay∗ for all x and

∑
(i,j)

z∗ijBij ≥ (x∗)>By for all y.

Definition 4 simply mandates that neither player wants to deviate from the common protocol
by which P1 and P2 coordinate their strategies, i.e. z∗. Since z allows for independently
chosen strategies, all Nash equilibria are also correlated equilibria. However, the correlated
equilibrium solution concept allows for richer possibilities. It is instructive to look again
at the battle-of-the-sexes game (Table 26.2) as an example. For this game, recall that the
Nash equilibrium outcomes were (M,B) and (B,M); these are also correlated equilibria. It
turns out that any linear combination of (M,B) and (B,M) (i.e. z∗(M,B) = p, z∗(B,M) = 1− p
for any p ∈ [0, 1]) would also constitute a correlated equilibrium. These are, of course,
not independently chosen mixed strategies and allow the players to implicitly coordinate
in the sense defined above. In the battle of the sexes game, we can literally think of a
mediator offering to flip a coin, and P1 and P2 committing to the outcome of the flipped
coin. Intuitively, the fairest outcome would arise from p = 1/2 (in which case the destination
of choice is equally likely to be the movies or the ball-game). This is indeed the case, as for
this particular correlated equilibrium, each player gets a payoff of 5+6

2 = 5.5 on average.

26.2.2 What does no-regret give us in non-zero-sum games?

We end this lecture with a fundamental and remarkably simple result describing the eventual
behavior of no-regret algorithms in non-zero-sum games. Last lecture, we saw that when
the game is zero-sum the players converge (in their long-run average of strategies) to a
mixed-strategy Nash equilibrium. Such a result turns out to, fundamentally, not be true for
the more general non-zero-sum case; indeed, approaching Nash equilibrium turns out to be
elusive in a number of fundamental ways as detailed in the additional references and notes!

However, the correlated equilibrium concept is one that arises very naturally from
no-regret interaction. We formally state the result below.

Theorem 5 Suppose that P1 and P2 generate strategies {xt,yt}t≥1 via no-regret algorithms
that achieve a regret of RT each. Then, define the time-averaged coordinated strategy zT ,

3. A finer version of correlated equilibrium, which is more common in the economics literature, is not
provided here as that is a little more complicated. See the additional references for further details.
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where

zT,(i,j) :=
1

T

T∑
t=1

xt,iyt,j for all (i, j) ∈ {1, . . . ,m} × {1, . . . , n}.

(Note that xT ,yT are the corresponding marginal distributions of P1 and P2 respectively.)
We have that ∑

(i,j)

zT,(i,j)Aij ≥ max
x

x>AyT −
RT

T
and (26.5a)

∑
(i,j)

zT,(i,j)Bij ≥ max
y

(xT )>By − RT

T
. (26.5b)

Moreover, xT ,yT are the marginal mixed strategies of P1 and P2 respectively for the coordi-
nated mixed strategy zT . Consequently, zT represents a RT

T -approximate coarse correlated
equilibrium.

Theorem 5 implies that the fundamental outcome of no-regret interaction is a natural
equilibrium concept for the agents, which is remarkable — it means that the agents can
follow these strategies without knowing anything about each other apriori4, and still arrive at
a reasonable outcome! Moreover, even though the players are making decisions independently,
their ultimate outcome becomes implicitly correlated. For these reasons, Theorem 5 is a
foundational and amazing result at the intersection of learning and game theory.

We conclude this lecture by proving Theorem 5.
Proof The proof comprises of two simple steps. First, we note from the definition of
no-regret of P1 that

1

T

T∑
t=1

x>t Ayt ≥ max
x

x>AyT −
RT

T
.

Similarly, the definition of no-regret of P2 gives us

1

T

T∑
t=1

x>t Byt ≥ max
y

(xT )>By − RT

T
.

This is our simple-but-crucial first step. From this, to get to Equation (26.5) it suffices to
show that

1

T

T∑
t=1

x>t Ayt =
∑
(i,j)

zT,(i,j)Aij and

1

T

T∑
t=1

x>t Byt =
∑
(i,j)

zT,(i,j)Bij .

4. In other words, P1 does not need to know P2’s payoff matrix B, and P2 does not need to know P1’s
payoff matrix A!
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We will only show the first equation above, as the proof of the second equation is identical
(replacing A by B everywhere). To do this, we note that

1

T

T∑
t=1

x>t Ayt =
1

T

T∑
t=1

∑
(i,j)

xt,iyt,jAij

=
∑
(i,j)

(
1

T

T∑
t=1

xt,iyt,j

)
Aij

=
∑
(i,j)

zT,(i,j)Aij .

Above, the first inequality uses the element-wise decomposition of x>Ay, the second
inequality switches the order of the two sums, and the third inequality uses the definition of
zT,(i,j).

Finally, for completeness we note that

xT,i =
1

T

T∑
t=1

xt,i

=
1

T

T∑
t=1

n∑
j=1

xt,iyt,j

=
n∑

j=1

(
1

T

T∑
t=1

xt,iyt,j

)

=
n∑

j=1

zT,(i,j),

and so xT is the marginal of the coordinated mixed strategy zT for P1. Similarly, yT is the
marginal of the coordinated mixed strategy zT for P2. This completes the proof.

Notice that the proof of Theorem 5 used only two critical facts: a) the definition of no-regret,
and b) the linearity in the payoff functions in mixed strategies. The latter property is crucial:
it would not be clear how to define a correlated equilibrium for convex non-zero-sum games
in general, unlike a Nash equilibrium.

26.3. Additional references and notes

• The fundamentals of game theory and multi-agent interaction could fill an entire
course by itself. I recommend the textbook by Roger Myerson Myerson (1997) for
a foundational introduction to equilibrium concepts in game theory (and lots of fun
discussions about which equilibria are desirable and which are not). For algorithmic
perspectives on how to compute an equilibrium (more on this below), I also recommend
the excellent textbook Nisan et al. (2007), which has chapters written by several
leading experts in the field.
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• We have seen in this lecture that no-regret algorithms need not lead to a Nash equilib-
rium (indeed, there are explicit counterexamples for this). The Nash equilibrium, in
fact, turns out to be a fundamentally elusive concept, in two senses: a) we cannot com-
pute it efficiently as the number of pure strategies m,n becomes large (in particular, the
computation time is known to be super-polynomial in (m,n)); and b) “uncoupled” dy-
namics in which P1 and P2 make their updates independently cannot converge to Nash
in general. These are two striking impossibility results for computing and approaching
Nash through learning dynamics. For the computational hardness results, I recommend
reading the following general-audience article: https://www.quantamagazine.org/

computer-scientist-constantinos-daskalakis-wins-nevanlinna-prize-20180801/

and references there-in. The impossibility result for learning dynamics was shown
in Hart and Mas-Colell (2003).

• These impossibility results have led the game theory community to focus on correlated
equilibrium computation and approachment, rather than Nash equilibrium, and have led
to a discussion of correlated equilibrium as the more acceptable/plausible solution con-
cept in practice. However, Nash equilibrium is known to be computable/approachable
in some special cases, most notably “potential” games and mean-field games.

• Theorem 5 and its remarkably elementary proof are outlined in Chapter 16 of Roughgar-
den (2016). Strictly speaking, the notion of correlated equilibrium that we have defined
is actually a coarse form of correlated equilibrium, in the sense that it only allows
players to deviate from the protocol from the beginning. A more subtle definition of
correlated equilibrium (which is, in fact, the actual definition) allows players to deviate
from the protocol once the common random variable is realized, and mandates that
players are not deviated to do this for any realization. It turns out that a modification
of the no-regret concept (called internal-no-regret, or swap-regret) allows players to
achieve this more subtle notion of correlated equilibrium. We did not have time to
cover these fascinating details in the class.

• In the context of routing games (like Example 1), a societally important problem is
how to incentivize agents to approach a Nash or correlated equilibrium that is socially
optimal (i.e. maximizes welfare relative to the optimal centralized decision). In other
words, what is the price-of-anarchy? Remarkably, in several game-theoretic settings of
practical interest, researchers have shown that the price-of-anarchy can be explicitly
calculated/computed/bounded, and it can be relatively small.
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