
ECE 8803: Online Decision Making in Machine Learning Fall 2021

Lecture 19: November 1

Lecturer: Vidya Muthukumar

Disclaimer: These notes have not been subjected to the usual scrutiny reserved for formal
publications. They may be distributed outside this class only with the permission of the
Instructor.

Today, we will introduce the reinforcement learning (RL) paradigm, one of the most complex,
challenging and interesting settings of sequential decision-making. The key new challenge in
RL, over and above the settings that we have studied so far, is that actions have delayed or
long-term consequences, impacting not only the reward obtained on a current round but also
a reward obtained on a future round. For example, we have discussed treatment effects of a
drug as a running example throughout our discussion of multi-armed bandits. This works
well as a model for some treatment situations, but is a cruder model in others. Treatments
in practice can often be sequential in nature, and be applied stage-by-stage as a function of
a patient’s change in physical/mental state. In this case, we would want to:

• learn a good model for how our sequential treatment process alters the patient state,
and

• use this model to learn the optimal sequence of treatments from data.

The mechanism by which our rewards are impacted in future rounds is implicitly, through
a state-space model : an action changes the state of the system in future rounds, thereby also
altering obtainable rewards. We begin now with two motivating examples that illustrate
delayed consequences in action, and then define the model formally.

Example 1 (Shortest path, reimagined) Our first example re-examines the shortest
path example from Lecture 17 as a sequential decision-making problem. In this example, we
wish to compute an optimal path (one that minimizes total travel time) from source city 1
to destination city 12, through a sequence of decisions, also called actions. In particular, we
call every vertex of the graph (which can be thought of as an intersection) in Figure 19.1 a
state, and the number of outgoing arrows represents the number of possible distinct action
(which we can think of as distinct roads from that intersection) we can make at that state.
Notice from Figure 19.1 that in aggregate, our travel path, and total travel time, is dictated
by a sequence of 4 actions that lead us from source city 1 to destination city 12. Two such
example paths (which we will call policies), and their total travel times, are depicted in
Figure 19.1; as we will see in a calculation in Section 19.1.1, the path marked in blue (P1)
turns out to be the cost-minimizing path. Moreover, this comparison clearly illustrates the
delayed consequences of initial actions. Path P1 leads us from city 1 to city 2, which appears
to be the most congested path initially; however, it also turns out to be the best way to travel
to city 7, which there-after has very minimal travel time. On the other hand, Path P2 leads
us from city 1 to city 6, which is initially very lightly congested but then ends up at city
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Figure 19.1: The shortest-path problem with 12 vertices and costs marked. Here, vertex 1
is the source vertex and 12 is the target (destination) vertex.

9 — after which there is very heavy traffic. In sum, Path P2 is highly suboptimal, and
illustrates the perils of making a myopic decision (of picking the route that initially appears
least time-consuming).

The shortest-path example shows how actions (route choices) change the state of the
system (location) over time, and can have tremendous effect on the overall cost/reward not
only based on current performance, but also performance on future rounds as a result. In
this example, the effect of actions on state change is deterministic: Path P1 always leads us
from city 1 to city 2, and Path P2 always leads us from city 1 to city 6. This deterministic
model is very effective in illustrating how to compute an optimal overall policy, as we will
see in Section 19.1.1; however, it is restrictive for several practical applications, in which
the effects of actions on state evolution will be stochastic. We present one such qualitative
(high-level) example below to motivate stochasticity in state evolution.

Example 2 (Sequential treatment) In high-stakes healthcare, many treatments are se-
quential in nature, and the ultimate outcome for the patient (was the patient successfully
treated, or not) depends critically on the sequence that was followed as well as the underlying
stochasticity in how a patient would respond to that treatment. For example, a common
course of treatment of sepsis (see, e.g. Gottesman et al. (2019)) involves 3 decisions or
actions, made in sequence:

a) Should we apply mechanical ventilation? (yes/no)
b) Should we sedate the patient? (yes/no)
c) Should we apply a vasopressor (i.e. device to increase blood pressure)? (yes/no)
Figure 19.2 illustrates a schematic for possible patient outcomes that arise as a conse-

quence of all possible combinations of actions. As in the previous example, we could use
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Figure 19.2: A schematic of sequential decision-making in sepsis treatment. Figure taken
from Gottesman et al. (2019).

this schematic to compute an optimal 3-stage treatment policy. However, this schematic
is in a certain sense a coarse approximation to the real world: for one, patient outcomes
are stochastic; no treatment sequence will be 100% effective or ineffective. For another,
we usually have intermediate feedback about the patient’s state of health after each of the
actions has been taken, and we can base our future actions (in particular, (b) and (c)) as
a function of the respective states at that point in time. The final patient outcome is of
course a reflection in part of these intermediate states, and so the impact of actions on
patient state is itself stochastic (e.g. mechanical ventilation could either be very effective or
ineffective at the very beginning, and that would of course determine future course of action).
And, of course, this discussion of patient state illustrates that actions will and can have
delayed consequences: perhaps mechanical ventilation has a good chance of being immediately
effective; but in the event that it is not, it may interact poorly with the next two treatments
in the pipeline.

Example 2 has a lot in common with Example 1, in that actions impact rewards and the
future state evolution (e.g. state of the patient). It adds in extra complexity by making the
state evolution stochastic. We now present a formal model for this action-state evolution,
which is commonly called a Markov Decision Process.

19.1. The Markov Decision Process model

We present the Markov Decision Process model in its simplest form: the set of states (called
the state space) and the set of actions (called the action space) are assumed to be discrete.

Definition 1 The finite-horizon Markov Decision Process (MDP) model MH = (S,A,P , r, H)
is specified by finite state space S and finite action space A, and the following parameters:
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Figure 19.3: A simple MDP with 3 states s0, s1, s2 and 2 actions a0, a1.

• A transition probability function P := {P (·|s, a) for all s ∈ S, a ∈ A}, where P (s′|s, a)
denotes the probability that we transit to state s′ from state s if action a was played.
Note that, by definition, we have

∑
s′∈S P (s′|s, a) = 1 for all s′ ∈ S.

• An immediate reward function r := {r(s, a) for all s ∈ S, a ∈ A where r(s, a) denotes
the expected reward that we would immediately obtain if we were in state s and played
action a.

• The horizon length of the problem, i.e. the total number of decisions that we get to
make, denoted by H ≥ 1.

Figure 19.3 shows a simple schematic of an MDP with 2 states and 2 possible actions
that can be taken at each state, along with their transition probability and reward functions.
Note that Examples 1 and 2 both fit into the finite-horizon MDP model. In Example 1, the
state space is the set of cities (of size 12), and the actions denote the set of possible paths at
each state (at most 6). The transitions between states are deterministic, and the immediate
reward functions are the (negative of) the travel times on each edge. The horizon length
is equal to 4, as each path has 4 edges on it and so 4 inflection points on which to make
a decision. Example 2 as presented is a little more abstract, but the same model works:
the state space is the set of possible patient health statuses (perhaps measured through
vitals), and the actions denote whether to apply certain treatments. The transitions between
patient states can be stochastic, and the immediate reward functions would represent certain
improvements in patient markers of health. In this example, the horizon length is equal to
3: after 3 courses of treatment, a final outcome is reached.
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We note here that there is a certain stationarity that is built in to the MDP model: the
average effect of an action on a) the immediate reward, b) the state transition, is the same
regardless of when that state was reached. While there are exceptions, this assumption
of stationarity is usually reasonable in practice: intuitively, the impact of treatment on a
patient’s outcome depends on her current state, regardless of how she arrived at that state.

19.1.1 Computing the optimal non-stationary policy

Armed with the MDP model, we now define a policy for a finite-horizon MDP and walk
through the procedure of computing an optimal policy.

Definition 2 A policy1, denoted by π := (π1, . . . , πH), represents a sequence of mappings
from state space to action space, i.e. for every h ∈ {1, . . . ,H}, πh : S → A. In particular,
if the state reached at time step h was sh ∈ S, policy π recommends action ah := πh(sh).
Suppose we begin at state s0 ∈ S. Then, the total reward accrued by the policy π is then
defined as

V π(s1) := Eπ,P

[
H∑
h=1

r(sh, πh(sh))

]
, (19.1)

where the expectation is taken over the randomness in the evolution of the states {s1, . . . , sH}
induced by the choice of policy π and the randomness in the transitions due to the MDP
model P . The total reward as defined in Equation (19.1) is typically called the value function
of the policy π; the task of evaluating it is typically called policy evaluation.

Of course, the goal is to find a policy π∗ that does as well as possible in terms of total
rewards, i.e. maximizes V π(s1) as defined in Equation (19.1). We will call the achieved
optimal value V ∗ := {V ∗(s), s ∈ S}. This is far from a trivial task at first sight. Even if
we were only concerned with stationary policies (i.e. π1 = π2 = . . . = πH), the number
of such choices would still be |A||S|, as there are |A| possible prescriptions for each state
s ∈ S. Thus, naively evaluating the value functions of all possible policies to locate the
optimal policy is a method that works in theory, but not in practice: it is computationally
intractable. Luckily, we can do much, much better.

19.1.2 The backward induction approach

We now go back to Example 1 and compute the optimal policy by, essentially, working
backwards through a series of steps. The central idea is to consider all intermediately
reachable states (cities), and ask what the best path to-go is from that city. We will call
the ensuing travel time the optimal cost-to-go (CTG), and the optimal path to achieve it
the optimal path-to-go (PTG). We begin the process of calculation with the cities that are
closest to the destination: cities 10 and 11. The calculation is particularly simple for these
cities: there is only one path for each to get to 12, and the CTG values are equal to 1 and

1. It is important to note that while we have defined the MDP itself to be stationary, we allow our policies
to be non-stationary. This is because we expect that our decisions will look more myopic closer to the
horizon H: as we near our destination, we will indeed pick paths that minimize the immediate travel
time, but we may not necessarily want to do this at the beginning of our journey.
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Figure 19.4: Values (costs) “to-go” in the shortest path example, abbreviated as “CTG”.
Observe that path P1 minimizes the CTG from source city 1, which is equal to
9.

2 for cities 10 and 11 respectively. Let us now peel a layer back, and do the cost-to-go
calculation for cities 7, 8 and 9. The calculation for cities 7 and 9 remains simple: there is
only one path for each that yields cost-to-go equal to 2 and 9 respectively. For city 8, the
CTG value will be equal to 3, as the best path from 8 is to go to city 10 and then 12. Now,
we peel one more layer back, and things get more interesting. Let us consider, for example,
the CTG from city 4: this turns out to be equal to the cost of 5 (in going from city 4 to
city 8) plus the minimal cost thereafter, which is simply the CTG of city 8, equal to 3. This
yields CTG equal to 8. We can similarly calculate the CTGs and PTGs of cities 2, 3, 4, 5, 6.
At the very end, we calculate the CTG and PTG at our source, city 1. We make two crucial
observations:

• The optimal travel time is simply given by the CTG at city 1. This will be the
minimum of {6 + CTG(2), 3 + CTG(3), 3 + CTG(4), 3 + CTG(5), 1 + CTG(6)}, which
turns out to be 6 + CTG(2).

• The optimal travel path is given by the path-to-go that goes to city 2, and the optimal
path-to-go from city 2. This path is marked in red, and is exactly P1!

Thus, the CTGs (or VTGs, equivalently) not only mathematize the best-case scenario from
a given state, but also mathematize the notion of delayed consequences. This is seen by
considering the costs incurred by choosing P1 (equal to 9, as calculated above), and P2
(equal to 1 + CTG(6) = 12). While the immediate cost is much lower by picking P2, the
CTG, which is the best-case scenario thereafter, is much worse.
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The calculation that we worked out above can be turned into a formal algorithm, which
is typically called stochastic dynamic programming (DP)2 and works through the “backward
induction” principle defined above. The stochastic DP algorithm generalizes the principle to
allow for stochastic transitions and rewards simply by defining expected values-to-go, and is
defined in the following set of steps.

• h = H (base case): for every s ∈ S, define V ∗h (s) = maxa∈A r(s, a) and π∗h(s) :=
arg maxa∈Ar(s, a).

• For h = H−1, . . . , 1 (induction step): for every s ∈ S, define the expected values-to-go

V ∗h (s) = max
a∈A

[
r(s, a) + EP (·|s,a)

[
V ∗h+1(s

′)
]]
,

and optimal-policy-to-go

π∗h(s) = arg maxa∈A
[
r(s, a) + EP (·|s,a)

[
V ∗h+1(s

′)
]]
.

• Optimal policy is given by (π∗1, . . . , π
∗
H), and optimal value starting from state s1 is

given by V ∗1 (s1).

It is a worthwhile exercise to verify for yourself that the calculation we did for Example 1
is an example of the stochastic DP algorithm. It is also worthwhile to verify for yourself
that the total runtime of the stochastic DP algorithm is given by H × |S| × |A| (number of
iterations multiplied by cost per iteration: doing a calculation for each state and enumerating
actions). This is much faster than the naive approach of evaluating all policies, which would
have a total runtime of (at least) |A||S|.

19.2. Infinite-horizon planning

The dynamic programming theory that we have seen thus far is very convenient for short-
horizon setups, i.e. where H is small. The short-horizon model is excellent for applications
like healthcare and routing, in which a final outcome is reached relatively quickly. However,
the short-horizon model is not good for all applications of sequential decision-making. In
particular, it suffers from two key and distinct limitations:

• In many applications, we may not know the length of the horizon beforehand; for
example, we may wish to compute the optimal sequence of strategies in a game,
but we typically do not know how long the game will run for beforehand. In such
“unknown-horizon” situations, the preceding theory does not apply.

• In long-horizon setups, H may be very very large, and so the size of the optimal
policy (π∗1, . . . , π

∗
H) can “grow” indefinitely. Concretely, this would lead to an increased

storage requirement; philosophically, it means that our policy is becoming more and
more complex. We may desire a simpler representation of the policy that is nonetheless
at least close to optimal.

2.
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To resolve these shortcomings, a popular alternative to the finite-horizon model is the
infinite-horizon, discounted-rewards model, formally defined below.

Definition 3 The infinite-horizon, discounted-rewards MDP is given by Mγ = (S,A,P , r, γ)
where γ ∈ (0, 1) is called a “discount factor”. The horizon is of infinite length, and a policy
π := (π1, π2, . . . , ) is evaluated as

V π(s0) := Eπ,P

[ ∞∑
h=0

γh · r(sh, πh(sh))

]
. (19.2)

As before, we define V ∗(s0) as the optimal value for every s0 ∈ S, and the optimal policy by
π∗ := (π∗1, π

∗
2, . . . , ).

The discounted-reward model, as seen from Equation (19.2), in theory considers very long-
horizon effects (i.e. effects of actions on rewards accrued at very large values of h), but
it exponentially discounts them3. The discounted-reward model is particularly popular in
finance and economics applications. For example, suppose that you are designing a long-term
investment plan to factor not only for your current profits but also for retirement. You will
want to at least partially plan for the long horizon of retirement, but the actual length of
this horizon is not, in fact, known. Moreover, because the future is more uncertain the older
you get, you will upweight your near-term rewards relative to long-term rewards.

19.2.1 Optimality of stationary policies

It is less obvious to see how to generalize the stochastic DP algorithm to the infinite-horizon
discounted setting (we will see how to do this a couple of lectures from today). However, the
infinite-horizon discounted-reward model lends itself to some very elegant theory: notably,
it turns out that there exists a stationary policy that is exactly optimal! We conclude this
lecture with a precise statement and proof of this fact.

Theorem 4 For any γ ∈ (0, 1), there exists a stationary policy π∗stat := (π∗, π∗, . . . , ) such
that V ∗(s0) = V π

∗
stat(s0) for all s0 ∈ S, i.e. the stationary policy is optimal.

Theorem 4 clearly gives us the simplicity in representation that we are after: we only need
to specify a single map π∗ : S → A to specify an optimal policy in the discounted model. It
also demonstrates that when the horizon of decision-making goes out to be infinitely large,
something very interesting happens: optimal decision making looks the same, regardless of
where we are in the process. Intuitively, this is because of the following reasoning: regardless
of where we are in the process of decision-making (i.e. which time step h), the infinite-horizon
model posits that we will still have infinitely many steps to go. This means that we can
define discounted variants of values-to-go that are comprised of: a) the current reward, b)
the future value multiplied by discount factor γ that are defined in the same way on all
time steps. Because these are defined in the same way on all time steps, it implies that the

3. It also turns out that an equivalent way of looking at the discounted-reward model involves evaluating the
total reward (without the γ factors in Equation (19.2)) in an adjusted MDP augmented with a “terminal
state” T , such that regardless of what action is picked, the MDP goes to terminal state T with probability
1 − γ and the process ends. See (Bertsekas, 2019, Chapter 4) for further details on this connection.
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optimal decision (and optimal value-to-go) will be the same on all rounds. We conclude this
lecture by providing a proof of Theorem 4 that essentially uses this intuition.
Proof Consider the optimal value V ∗(s) for all s ∈ S. We will show that the stationary
policy π∗stat(π

∗, . . . , )

π∗(s) := max
a∈A

Q∗(s, a) where

Q∗(s, a) := r(s, a) + γ · Es′∼P (·|s,a)
[
V ∗(s′)

]
achieves V π

∗
stat(s1) = V ∗(s1) for all s1 ∈ S. To do this, we get the following inequalities in

sequence:

V ∗(s0) := max
π

Eπ,P

[
r(s0, a0) +

∞∑
h=1

γhr(s1, a1)

]

= max
π

Eπ,P

[
r(s0, a0) + γ ·

∞∑
h=0

γhr(s1, a1)

]

= max
π

Eπ,P

[
r(s0, a0) + γ · Eπ,P

[ ∞∑
h=0

γhr(s1, a1)

]]
≤ max

π
Eπ,P [r(s0, a0) + γV ∗(s1)]

= Eπ∗stat,P [r(s0, a0) + γV ∗(s1)] .

Above, the third equality takes the expectation inside, and the inequality uses the definition
of the optimal value. The proof here used a bit of a trick: the second equality holds only
because we are assuming an infinite horizon! Now, we can apply this reasoning recursively
on V ∗(s1) to get

V ∗(s0) ≤ Eπ∗stat,P [r(s0, a0) + γV ∗(s1)]

≤ Eπ∗stat,P [r(s0, a0) + γ [r(s1, a1) + γV ∗(s2)]]

= Eπ∗stat,P
[
r(s0, a0) + γr(s1, a1) + γ2V ∗(s2)

]
,

and continuing this reasoning further gives us

V ∗(s0) ≤ Eπ∗stat,P
[
r(s0, a0) + γr(s1, a1) + γ2r(s2, a2) + . . .

]
=: V π

∗
stat(s0).

On the other hand, by the definition of V ∗ we must have V π
∗
stat(s0) ≤ V ∗(s0). Together,

these inequalities give us V ∗(s0) = V π
∗
stat(s0), and so the stationary policy π∗stat in fact

achieves the optimal value!

The proof of Theorem 4 tells us, then, that if we have access4 to the optimal value V ∗, we
can easily compute a stationary optimal policy in terms of the Q-functions, which have a
close relationship with optimal value-to-gos. In particular, the optimal-Q-function Q∗(s, a)
evaluates the total value if action a is taken at the current moment, and the optimal value is

4. Of course, it is not obvious how we would compute V ∗ in the first place. We will see how to do this a
few lectures from today.
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obtained thereafter, and the proof above shows that the stationary optimal policy is the one
that maximizes these Q-functions. As a consequence of this important property, Q-functions
are ubiquitous in reinforcement learning algorithms and theory, and you will see them pop
up again and again during the next few lectures.

Summary of lecture: In today’s lecture, we laid the basic groundwork for the problem
of optimal planning, or control, in the setting where we exactly know the dynamics of
the model (in terms of the transitions between states as a function of the actions taken
and the rewards). The name of the game in RL is in settings where we do not, in fact,
know this model. Then, we need to figure out how to learn these optimal policies (and
values) from data. We are particularly interested in whether we can do this: a) with as few
samples of data as possible, b) computationally efficiently, c) in a manner that is scalable
in practice, and d) with provable theoretical guarantees. Next lecture, we will introduce
the RL framework formally, and begin to investigate and develop judgment for various RL
methods and algorithms.

19.3. Additional references and notes

• Delayed consequences of decision-making arise everywhere. Introductory slides used by
Emma Brunskill in her reinforcement learning course: http://web.stanford.edu/

class/cs234/slides/lecture1.pdf contain some particularly nice examples across
a diverse array of applications.

• Several alternative examples that share the same spirit of Example 1 are contained
in (Bertsekas, 2019, Chapter 1).

• If you have taken an algorithms class, you will recognize the DP algorithm, particularly
for the deterministic Example 1 (where it reduces to the Bellman-Ford algorithm).
Richard Bellman was at the forefront of designing all of the theory described in this
lecture, and essentially founded the field of dynamic programming and optimal control.

• The proof of Theorem 4 is from Chapter 1 of the working draft: https://rltheorybook.
github.io/rltheorybook_AJKS.pdf, which provides a good overview of algorithms to
compute the optimal policy (and value) in finite and infinite-horizon settings. Several
alternative proofs also exist to this theorem.

• Not all state-space models are discrete: in fact, it is more common in engineering
applications to assume that the state space is continuous (e.g. the state could be
position, or velocity, of an autonomous vehicle) and that it evolves in a special way:
as a linear function of the previous state and applied control action. In other words,
we would have

st+1 = Ast +Bat +Wt, (19.3)

where A,B are fixed matrices and Wt is Gaussian noise. This is commonly called
a linear dynamical system, and when costs/rewards are also defined as quadratic in
the state and action, the optimal policy turns out to be linear in the states (and is
commonly called a linear quadratic regulator). There are full courses on control theory

http://web.stanford.edu/class/cs234/slides/lecture1.pdf
http://web.stanford.edu/class/cs234/slides/lecture1.pdf
https://rltheorybook.github.io/rltheorybook_AJKS.pdf
https://rltheorybook.github.io/rltheorybook_AJKS.pdf
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that study this model (and the associated reinforcement learning problem when we do
not know the matrices A,B) in depth; highly recommended if you are interested in
control and RL.

• Note that in the absence of this special structure, continuous-state-space models are
typically intractable. Much engineering research has gone into linearizing non-linear
control systems as a result.
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