
ECE 8803: Online Decision Making in Machine Learning Fall 2021

Lecture 9: September 22

Lecturer: Vidya Muthukumar

Disclaimer: These notes have not been subjected to the usual scrutiny reserved for formal
publications. They may be distributed outside this class only with the permission of the
Instructor.

9.1. Review of notation

We use lower case bold face letters (e.g., x, y) to denote vectors, and lower case letters
(e.g., x, y) scalars. We denote Rd as the d-dimensional Euclidian space, and B ∈ Rd be a
subset of Rd. For a d-dimensional vector x = [x1, . . . , xd]

> ∈ Rd, let ‖x‖2 be its `2-norm,

defined as ‖x‖2 =
√∑d

i=1 x
2
i . For a differentiable function f(x) : B 7→ R, and a point

x̂ = [x̂1, . . . , x̂d]>, let ∇f(x̂) be the gradient of f at x̂, defined by

∇f(x̂) =

[
∂f(x)

∂x1

∣∣∣∣
x1=x̂1

, . . . ,
∂f(x)

∂xd

∣∣∣∣
xd=x̂d

]>
,

where ∂f(x)
∂xi

is the partial derivitive of f(x) over xi. To give a simple example, let

f(x) = (x>w − b)2 = x>ww>x− 2bx>w + b2,

where w ∈ Rd is a d-dimensional vector, and b is a constant. For f , we have ∇f(x) =
2ww>x− 2bw.

9.2. From linear to convex optimization

Last lecture, we studied the online linear optimization (OLO) paradigm. The reason this is
called so is because the loss functions are linear in the decision vector wt at every round, i.e.
at round t we incur loss given by

`t(wt) = 〈`t,wt〉. (9.1)

for a loss vector given by `t. Recall that in the stock market example, this loss vector
denoted the extent of depreciation of each stock on day t.

Our goal is to take decisions to minimize the total loss HT :=
∑T

t=1 `t(wt). We benchmark
our performance by the regret, given by RT := HT −minw∈B LT (w), where B is the decision
set (which we have been considering to be the `2-ball of radius D; i.e. ||w||2 ≤ D).

Last lecture, we showed that the FTRL algorithm, which is given by:

wt := arg minw∈B

[
Lt−1(w) +

1

η
||w||22

]
,
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achieves a regret of RT = O(DG
√
T ) when the learning rate is set to be η := D

G
√
T

. Here, G

denotes a norm constraint on the loss function vectors, i.e. we assume that ||`t||2 ≤ G for
all t. The proof of this regret bound showed that the optimal level of regularization trades
off making the algorithm stable (measured by the term RA

T ) and approximating the true
loss sequence well (measured by the term RB

T ). It also crucially used the linearity in the loss
functions in Equation (9.1).

Today, we will see that these ideas extend to a remarkably general set of loss functions,
well beyond the linear case. In particular, we will show that the same ideas work for any
loss function `t(w) that is convex in its argument (and well-controlled in some sense). This
paradigm is called online convex optimization (OCO).

9.2.1 Basic review of convexity

Before getting into the details of OCO, we provide a basic overview of the concepts of
convexity. The goal of convex optimization is to minimize a convex function over a convex
subset of the Euclidian space. A set B is said to be convex if and only if ∀x,y ∈ B, all the
points on the line segment connecting x and y also belong to B, i.e.,

∀θ ∈ [0, 1], θx + (1− θ)y ∈ B.

Figure 9.1 shows three examples, where the first one is a convex set, and the other two are

Figure 9.1: Examples of convex and non-convex sets.

non-convex sets, since for each these sets we could always find a line which contains points
that are not included in the set.

A function f : B 7→ R is a convex function if and only if ∀x,y ∈ B,

∀θ ∈ [0, 1], f(θx + (1− θ)y) ≤ θf(x) + (1− θ)f(y).

This condition is referred to as the 0-th order condition for convex functions. The following
is an example of the 0-th order condition. Initiatively, this condition implies that the line
segment connects any two f(x) and f(y) is always above the function.

Equivalently, for a differentiable function f(x), it is convex if and only if ∀x,y ∈ B,

f(y) ≥ f(x) + (y − x)>∇f(x),

and it is called the first-order condition for convex functions. Figure 9.2 shows an example
for the first-order condition. Initiatively, the first-order condition means that, at any point,
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Figure 9.2: Example of the 0-th order condition.

Figure 9.3: Example of the first-order condition.

the function can always be lower bounded by the first-order approximation (the tangent
line). Finally, for a twice differentiable function f , it is convex if and only if ∀x ∈ B,

∇2f(x) � 0,
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that is, its Hessian is always positive semi-definite. With the notations defined above, convex
optimization can be formally written as

min
x∈B

f(x) (9.2)

where f(·) is a convex function, and B is a convex set.
Finally, we introduce some useful function properties other than convexity.

Definition 1 (Lipschitz-continuity) A function f : B 7→ R is G-Lipschitz continuous if
∀x,y ∈ B,

|f(x)− f(y)| ≤ G‖x− y‖2. (9.3)

Note that, when the function is differentiable, (9.3) is equivalent to bounded gradients, i.e.,
∀x ∈ B, ‖∇f(x)‖2 ≤ G.

9.2.2 Application: Training ML algorithms

The OCO paradigm sees diverse application across engineering problems. One of the most
exciting applications of OCO today involves training of machine learning algorithms. In
particular, suppose that our decision at time t, wt, denotes the parameters of a machine
learning model. In other words, given input x, the ML model will give a prediction
ŷ = fwt(x). Naturally, we want this prediction to be close to the true output y. Accordingly,
the loss function at round t is given by its incurred error on a new training example (xt, yt),
i.e.

`t(w) := E(fwt(xt), yt) (9.4)

where E(ŷ, y) denotes some error function1 between the prediction and true output. There
are several choices of such error functions used in ML. Here are three common examples:

• The squared error function, i.e. E(ŷ, y) = (ŷ − y)2. This error function is commonly
used at both training and test time for regression tasks (although it can also be used
for classification tasks).

• The logistic error function, i.e. E(ŷ, y) = log(1 + e−yŷ). This is commonly used at
training time for classification, where the output y is binary but the prediction ŷ is
real-valued. The intuition is that we want the real-valued prediction not only to match
the true output in sign, but also to be large in magnitude to “increase the margin”.

• The 0-1 error function, i.e. E(ŷ, y) = I[ŷ 6= y]. We saw this error function being
used in binary sequence prediction. It is commonly used at test time to evaluate a
classification task (i.e. when the output and prediction are both binary).

Consider the simple example of a linear model, i.e. fw(x) := 〈w,x〉. It turns out that
for this example, the loss functions `t(w) will be convex in w when we use either the squared
error or the logistic error functions on the predictions – because of the linearity of the model

1. More commonly called “loss functions” in ML, but we use the terminology error function here to avoid
confusion with the loss functions defined for OCO.
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and the convexity of the error function on prediction and true output. Thus, for several
cases the training procedure in ML would fit into the OCO paradigm. This is a fruitful
connection for reasons that we will make clear at the end of the lecture — but we do want
to emphasize that the OCO paradigm is significantly more general. This is because we allow
for adversarially chosen data, i.e. the training examples {(xt, yt)}Tt=1 can be completely
arbitrary, and could be chosen adversarially to our training procedure. This may be a
good model for some adverse situations that could arise in ML, such as data poisoning and
corruptions in labels.

9.3. From OLO to OCO: FTRL on linearized loss functions

Now, we will show (briefly) that the techniques developed in the previous lecture for OLO
extend straightforwardly to OCO. In particular, we introduce the following variant of FTRL
on linearized2 versions of the loss functions.

Definition 2 We modify FTRL to work in the following sequence of steps for convex loss
functions. For each t = 1, . . . , T , we perform the following sequence of steps:

1. The algorithm selects wt, and incurs loss `t(wt).

2. We define the first-order linear approximation to the loss function around wt as:

̂̀
t(w) := `t(wt) + 〈∇`t(wt),w −wt〉.

Recall that Figure 9.3 depicts an example of this first-order approximation in 1 dimen-
sion.

3. We select the decision at step t+ 1, denoted by wt+1, as FTRL on the linearized loss
functions { ̂̀s(·)}ts=1.

It turns out that we can show that we continue to have RT = O(DG
√
T ), where G now

represents a norm constraint on the gradient of the loss functions, i.e.

||∇`t(w)||2 ≤ G for all t and all w. (9.5)

Equivalently, Equation (9.5) corresponds to the Lipschitz-continuous condition that we
defined in Definition 1. This intuitively means that the loss functions need to be smooth, i.e.
they cannot arbitrarily spike with a change in the decision.

We will now provide a brief proof sketch of this. We will use two important properties
of the linearized loss function. It is useful to refer to Figure 9.3 (which is an example in
1-dimension where wt = 1) while verifying these properties for yourself.

• Observe that ̂̀t(w) ≤ `t(w) for any w; this is where we use the first-order definition
of convexity of the loss functions.

• Also observe that ̂̀t(wt) = `t(wt); this is simply a consequence of the linearization
definition.

2. This trick of linearization is incredibly powerful and is used in several other application domains, most
notably control theory.
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We will now use both of these properties to prove our desired regret bound. Note that
since FTRL is run on the linearized loss functions, we directly get the regret bound

RT,lin :=

T∑
t=1

̂̀
t(wt)−min

w∈B

T∑
t=1

̂̀
t(w) = O(DG

√
T ).

Here, we have used the fact that the linearized loss vectors ∇`t(wt) are assumed to be
bounded in norm (i.e. ||∇`t(w)||2 ≤ G) as a consequence of the smoothness assumption
that we made.

We will now show that RT ≤ RT,lin. Let w∗ denote the best decision in hindsight for the
original OCO problem. Then, we get:

RT =
T∑
t=1

`t(wt)−
T∑
t=1

`t(w
∗)

≤
T∑
t=1

`t(wt)−
T∑
t=1

̂̀
t(w

∗)

=
T∑
t=1

̂̀
t(wt)−

T∑
t=1

̂̀
t(w

∗) ≤ RT,lin.

Let us unpack these inequalities one by one:

• The first line (equality) simply uses the definition of regret in the original OCO
problem.

• The second line (inequality) uses the first property of the linearized loss function that we
defined above, i.e. that ̂̀t(w∗) ≤ `t(w∗) — this directly gives us −`t(w∗) ≤ − ̂̀t(w∗),
which we directly substituted above.

• The third line (equality) uses the second property of the linearized loss function, that̂̀
t(wt) = `t(wt).

This mini-proof shows us something really remarkable: that the essential ideas that we
defined for the special case of the online linear optimization problem extend directly to the
case of the online convex optimization problem! Linearization is indeed a very powerful tool.

9.3.1 The online-gradient descent algorithm

It is instructive to ask what form the FTRL algorithm takes in the OCO setting. We will
now see that it explicitly connects to online gradient descent. Recall from last lecture that
we derived the closed-form expression for FTRL on loss vectors `t as:

zt+1 = zt − η`t,

and at every step, wt is obtained by projecting the unconstrained minimum zt into the
constrained decision set B. In our application of OLO to OCO with linearized losses, we
will get

zt+1 = zt − η∇`t(wt), (9.6)
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which is exactly like a step of gradient descent! Thus, FTRL run on linearized losses is
synonymously called the online-gradient-descent algorithm. The only difference between
traditional gradient descent and online gradient descent is that traditional gradient descent
is run to minimize a fixed loss function given by `(w), while in online gradient descent, the
loss function can very completely arbitrarily over time t.

9.4. From regret to optimization convergence

We end this lecture with a cool implication of the regret bounds that we have derived: we
can use these to show that stochastic optimization methods, like stochastic gradient descent
(SGD) converge to the true minimum of an objective function f(w). Concretely, consider a
convex optimization problem

min
w∈B

`(w)

where the decision set B is convex, and the function `(·) is convex in its argument. Here, we
write the stochastic gradient update as

zt+1 = zt − η(∇`(wt) + nt) (9.7)

where, as before, wt is the projection of zt into the constrained decision set B. Here,
∇`(wt) + nt is a noisy version of the gradient at time step t, where nt is some random
bounded iid noise. These noisy gradients are commonly obtained in the application of
training of large-scale ML models. Importantly, this means that the updates {wt}t≥1 will
be random. In what follows, all expectations will be taken only over the randomness in the
noise {nt}t≥1 used in the SGD updates.

We want to show that some averaged version of the model, converges to the true
minimum, given by w∗, at a particular rate. In particular, can we show that E[wT ] where
wT := 1

T

∑T
t=1wt, becomes arbitrarily close to w∗ as T increases? There turn out to be

many ways of showing this, but we will now show one particularly elegant way using the
OCO paradigm. We notice that Equation (9.7) can be written exactly as a step of online
gradient descent on the OLO problem, with loss vectors given by `t := ∇`(wt) + nt. If
the original objective function `(·) and the noise are bounded, these loss vectors are clearly
bounded. Therefore, we obtain the regret bound

RT,lin :=

T∑
t=1

〈`t,wt −w∗〉 = O(DG
√
T ), (9.8)

where D represents the “size” of the decision set w and G represents the smoothness level
of the original function `(·). Crucially, this regret bound holds for all realizations of the
random noise used in the SGD updates3.

We will now show how Equation (9.8) can be used to show that

E [`(wT )]→ `(w∗)

3. Note that it can be verified from the proof below that a bound that only holds on the expected regret
would suffice; however, this is typically not the type of bound that we obtain in OCO problems.
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for the choice of learning rate η = D
G
√
T

. We split this proof up into three parts: the first two

parts use important properties of convexity, and the third part uses the unbiasedness of the
SGD updates, i.e. that they are equal to the true gradient in expectation. The intermediate
steps are marked in blue and red for ease of reading.

First, we crucially use convexity of the function `(·) to get:

E [`(wT )− `(w∗)] = E

[
`

(
1

T

T∑
t=1

wt

)
− `(w∗)

]

≤ E

[
1

T

T∑
t=1

`(wt)− `(w∗)

]
= E

[
1

T
(

T∑
t=1

`(wt)− `(w∗))

]

This inequality uses the 0-th order definition of the convex function (and is commonly called
Jensen’s inequality). In other words, recall that for any θ ∈ (0, 1), we had `(θw1+(1−θ)w2) ≤
θ`(w1) + (1− θ)`(w2). We can apply this inequality with θ = 1/2 to get:

`

(
1

2
(w1 + w2)

)
≤ 1

2
(`(w1) + `(w2)) ,

and extending this inequality to T arguments w1, . . . ,wT gives us the desired inequality.
Second, we use the first-order definition of convexity to get

`(w∗)− `(wt) ≥ 〈∇`(wt),w
∗ −wt〉

=⇒ `(wt)− `(w∗) ≤ 〈∇`(wt),wt −w∗〉.

Substituting this below gives us

E

[
1

T
(

T∑
t=1

`(wt)− `(w∗))

]
≤ E

[
1

T

T∑
t=1

〈∇`(wt),wt −w∗〉

]
.

Finally, we use the fact that the stochastic gradient updates are equal to the gradient in
expectation, i.e. E[`t] = ∇`(wt). This allows us to connect directly to the regret bound in
Equation (9.8)! In fact, we get:

E

[
1

T

T∑
t=1

〈∇`(wt),wt −w∗〉

]
= E

[
1

T

T∑
t=1

〈`t,wt −w∗〉

]
= E

[
RT

T

]
= O

(
DG√
T

)
.

Putting these steps together completes the proof of optimization convergence for the choice
of learning rate η = D

G
√
T

. In practice, SGD uses a time-varying, decaying step size given by

ηt = D
G
√
t
; this can be also shown to converge through OCO-regret (in a manner similar to

the “doubling trick” that you studied in HW 1, Problem 3). We do not discuss this in detail.
In summary, we have shown that regret bounds for OCO imply convergence to the

optimum of stochastic gradient methods, which are heavily used in practice. In fact, this
fruitful connection has enabled new ideas developed in the OCO paradigm to be directly
applied to stochastic optimization, and led to the design of state-of-the-art optimization
algorithms to train large-scale ML models. We will talk more about this next lecture.
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9.5. Additional references

• Another nice reference for the “linearization” trick is contained in Lecture 4 of https://
courses.cs.washington.edu/courses/cse599s/14sp/scribes/lecture2/scribeNote.

pdf.

• The proof of convergence of stochastic optimization is borrowed from (Hazan, 2016,
Theorem 3.4). Alternative proofs uncover a bias-variance tradeoff in convex analysis.

• The OCO paradigm is significantly more general than online gradient descent/FTRL
with a squared-norm regularizer. See Chapter 5 of Hazan (2016) for a treatment of OCO
in all its generality and connections to the mirror-descent paradigm. Shalev-Shwartz
(2011), one of the earliest surveys on this topic, is also worth a look.

• As you will explore in Problem 1 of HW 2, multiplicative weights can also be recovered
through the FTRL framework and can be written in terms of this “mirror-descent”-style
update.
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