
ECE 8803: Online Decision Making in Machine Learning Fall 2021

Lecture 10: September 27

Lecturer: Vidya Muthukumar

Disclaimer: These notes have not been subjected to the usual scrutiny reserved for formal
publications. They may be distributed outside this class only with the permission of the
Instructor.

10.1. Recap: From linear to convex optimization

Last lecture, we introduced the online convex optimization (OCO) setting, in which we make
a decision given by wt ∈ B at round t and incur a loss given by `t(wt), where the functions
`t(·) are convex in their argument. The goal of OCO is to minimize the total loss, which is
given by HT :=

∑T
t=1 `t(wt), and we benchmark our performance by the regret with respect

to the best fixed decision in hindsight, given by

RT := HT −min
w∈B

T∑
t=1

`t(w). (10.1)

Last lecture, we showed that we can effectively convert any OCO problem into an online
linear optimization problem with linearized losses, given by `t := ∇`t(wt), and get a regret
bound of O(DG

√
T ), where:

• D denotes the constraint on the `2-norm of the decision set B, i.e. ||w||2 ≤ D for all
w ∈ B.

• G denotes the constraint on the gradients, i.e. ||∇`t(wt)||2 ≤ G. Note that this
essentially constitutes a smoothness constraint on the loss functions `t(·).

We also saw that this OLO framework can be directly applied to provide a proof of
convergence of stochastic optimization methods like stochastic gradient descent (SGD) on a
fixed function given by `(·). In stochastic optimization, we get unbiased gradient evaluations
of the form `t := ∇`(wt) + nt where nt denotes stochastic noise, and our objective is to
show that E [`(wT )] converges to `(w∗) (where the expectation is solely over the noise in
the problem, and wT denotes the average of the iterates). We saw that the OLO framework
could be translated from a regret bound to a convergence bound in a very general way. This
link is extremely useful, as it allows ideas developed in OCO to be directly transferred over
to the stochastic optimization counterpart. Today, we will take a brief informal tour of
adaptive algorithms that originated in the online learning literature, but are applied to train
ML models in practice.

10.2. Adaptive algorithm design

All of the positive developments that we have been exploring have involved algorithms of
a very static nature: in particular, they operate at a fixed point of the tradeoff between
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stabilizing the updates (in binary sequence prediction, maximally randomizing or “pure
guessing”, and in online linear optimization, choosing a decision that is close to 0) and
exploiting information present in past data (in both cases, following the leader). We have
seen throughout lecture that where we operate on this tradeoff is captured by the choice of
learning rate η: a larger value of η implies less stabilization. We have also seen that the choice
η = 1/

√
T enables us to get a regret of O(

√
T ) in both cases: binary sequence prediction

and online optimization. While this is a good initial choice, we could do significantly better.
As a first point, note that the optimal choice of learning rate η = 1/

√
T requires us to know

about the total number of rounds T in advance. This leads to the natural question of what
we should do if we do not know this, and may be playing the game indefinitely.

We explored one simple way of adapting regret-minimizing algorithms to an unknown
time horizon via a “doubling trick” in HW 1, Problem 3. As we show below through
examples, there are several, even more sophisticated types of adaptation, that we would
naturally desire.

• In sequence prediction, we saw at the very beginning of the class that FTL (which set
η =∞) actually got a much better regret of RT = O(1) on average on any stochastic
sequence where Xt ∼ Bernoulli(p) (where p 6= 1/2). In such sequences, we are either
more likely to see 0’s or 1’s, and so the behavior “drifts” in one direction. Similarly,
in the stock market example for online optimization, we saw that FTL could do
particularly well in cases where the stock value drifts (either steadily increasing or
depreciating) over time. It turns out that FTL would also get a constant (i.e. O(1))
regret in these cases.

• Conversely, if the stock value barely moves on any day, the high-risk option of FTL
would not be as bad (as we will get barely hurt either way). Thus, we may intuitively
want to tune our risk level to the scale of the problem. Mathematically speaking,
we saw that we set our learning rate to be η = D

G
√
T

to get the optimal regret of

O(DG
√
T ) in OCO, where G represented a type of scaling on the loss functions. Thus,

a larger scale leads to more conservative decision-making. The natural question arises:
can we adapt our risk level to the unknown scale of the problem?

• Taking this stock market example further, there is no reason to choose identical risk
levels for each of the stocks. What if stock i is very “low-risk” to invest in, but stock
j is very “high-risk” to invest in? Ostensibly, we would choose different risk levels,
corresponding to different learning rates, for each stock.

The central challenge in resolving these issues involves adapting to the structure of the
problem at hand. In the case of favorable “drift” in the problem, we need to discover it
on-the-fly and have a fall-back option in case such structure is, in fact, not present. In the
case of an unknown scaling in the problem, we need to learn about the scale on-the-fly and
tune our risk level appropriately. Finally, we will not know the risk levels of each stock in
advance; we would like to discover such structure on-the-fly.

We will now look at the building blocks of sophisticated adaptive algorithms that achieve
these objectives. While the details are quite different amongst them, they all use a remarkably
common high-level idea: use the past data and algorithm behavior to tune the learning rate
in a data-dependent manner.
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10.2.1 Worst-case versus average case sequence prediction

We begin our discussion of adaptation with the online sequence prediction problem. For
example, consider a sequence given by Xt i.i.d. ∼ Bernoulli(0.7). This is an example on
which we can do significantly better than O(

√
T ) regret, as we saw in the lecture and

homework. In particular, HW 1, Problem 2 showed that FTL gives us a regret bound of

RT ≤ O
(

1

(2× 0.7− 1)2
log

(
1

δ

))
= O

(
6.25 log

(
1

δ

))
with probability at least 1− δ. This is clearly much better than the O(

√
T ) bound that we

derived in class for the worst case: it does not even grow with the number of rounds! On
the other hand, we know that FTL suffers from catastrophic performance in the worst case,
instead incurring regret that is linear in T .

The natural question that arises is:

Can we design a single algorithm that achieves the O(1) regret on all stochastic instances
with Bernoulli(p) (where p 6= 1/2), but also achieves O(

√
T ) regret in the worst case?

Remarkably, the answer turns out to be yes, using an algorithm called AdaHedge (Cesa-
Bianchi et al., 2007; De Rooij et al., 2014). We only sketch the main idea behind AdaHedge
here, which is to use the information in past data to try and detect how much randomization
to incorporate. We saw in the proof of the multiplicative weights regret bound that

RT ≤
log 2

η
+HT −MT ,

and we recall that MT was a “mix loss” that we used to benchmark our performance. We
called HT −MT the mix-loss regret.

We had seen many lectures ago that the value of ∆T measured the extent to which
the sequence would destabilize the algorithm: the higher the extent of randomization, the
lower the value of ∆T would be. Accordingly, we saw that in the worst case, we could
upper-bound the mix-loss regret as HT −MT ≤ ηT

8 . It turns out that in the average case of
a Bernoulli sequence with drift (i.e. p 6= 1/2), this bound is actually quite pessimistic and
we can instead show (with high probability) that HT −MT = η∆T where ∆T = O(1), i.e.
the mix-loss regret is only a constant. This shows us, essentially, that a constant value of η
would suffice to get constant regret on such sequences. Moreover, this optimal value of η is

actually inversely proportional to the mix-loss regret, i.e. η =
√

log 2
∆T

. (To see this, note that

we have RT ≤ log 2
η + η∆T , and equate the two terms in the upper bound.)

Where is the catch in doing this? We do not know the value of the mix-loss regret ∆T

in advance; it is a property of the sequence that is being considered! It turns out that there
is a remarkably simple way of adapting this method to be truly online: at every round t, we
simply measure the value of mix-loss-regret accumulated until now, and use that to set the
learning rate. In other words, we can run MWA or FTPL with the learning rate choice

ηt =

√
log 2

∆t
(10.2)

This gives rise to the well-known AdaHedge algorithm, and remarkably, can be shown to
simultaneously achieve the regret rates:
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• O(1) (with high probability) on all Bernoulli sequences with a drift.

• O(
√
T ) in the worst case.

Figure 10.1: Depiction of the evolution of learning rate of AdaHedge on stochastic and
adversarial instances.

Figure 10.1 depicts the evolution of the learning rate of AdaHedge in a stochastic and
an “adversarial” instance. You can see that in the former case, the learning rate plateaus
out to a constant, while in the latter case, the learning rate keeps decaying — exactly like
we want it.

10.2.2 Adapting to gradient size in OCO

In the OCO setting, we may desire a different type of adaptation to the scale of the losses.
In fact, a closer look at the regret bound for FTRL in OLO (or OCO) was given by

RT ≤ η
T∑
t=1

||`t||22 +
D2

η
, (10.3)

where D is the upper bound on ||w||2 for all decision vectors w ∈ B. We directly used that

fact that ||`t||22 ≤ G2 to get an upper bound of ηG2T + D2

η . However, in reality, the loss
vectors could be smaller in scale on some rounds than others. For example, stocks could
fluctuate very little at the beginning of a prediction process and a lot later.

The natural question arises of whether we can adapt to such potential structure if it
exists. If we knew all of the loss vectors beforehand, we could select η := D√∑T

t=1 ||`t||22
to

minimize the regret upper bound, and we would then get RT = O(D
√∑T

t=1 ||`t||22). This is
clearly a bound that adapts to the scale of the problem: smaller loss vectors will lead to
a smaller regret. However, just like in the case of sequence prediction, this choice would
require knowing the loss vectors beforehand — which will not be the case, as we are in an
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online learning setting. However, we can use the same trick as before and use the information
we have available at every round. Concretely, we can set a time-varying, data-dependent
step-size given by

ηt :=
D√∑t

s=1 ||`s||22
,

and it again turns out to give exactly the regret bound that we want, i.e.

RT = O

D
√√√√ T∑

t=1

||`t||22

 . (10.4)

In fact, the only difference between the “oracle” bound (if we knew the loss vectors beforehand)
and the actually attainable bound above is in constant factors!

10.2.3 Adapting to sparse data: AdaGrad

The final and most influential adaptive online learning algorithm that we will discuss is the
AdaGrad algorithm. This algorithm was first proposed by Duchi et al. (2011) and has since
seen extensive use in diverse ML applications across text, vision and speech.

The motivation for AdaGrad comes from dealing with sparse data in ML, in the sense
that only a small number of features may influence the actual outcome and therefore the loss
function. Concretely, suppose that wt denote the parameters of our ML model and `t denote
the gradient of the loss incurred at round t by that model. The term `t is the data-depedent
term, in that it depends on the features of the data and In ML applications, it is usually the
individual parameters of the model that will be bounded, i.e. we will have wt,i ≤ D′ for some
value D′. Therefore, the ensuing constraint on the ML models will be ||wt||2 ≤ D :=

√
dD′,

where d here represents the number of parameters in the model. Plugging this constraint
into the regret bounds that we have derived in class (i.e RT = O(DG

√
T )) gives us an

extra dependence on d: this is very undesirable in modern ML settings, which are very
high-dimensional.

Can we reduce this dimension dependence? Yes. It turns out that there are several
situations in ML in which the gradients of the loss functions, which we denoted by `t, may be
sparse in the sense of having only a few non-zero entries. In the context of ML, this means
that only a small number of features in the data may influence the actual prediction outcome
and therefore the loss function `t(·). Two concrete instantiations of this are provided below:

• In traditional text classification tasks, the input is given by 0/1 bigram features: for
example, in the Reuters RCV-1 text dataset, the task is to classify news articles into
one of four categories: “Economics’, “Commerce”, “Medical”, and “Government”. The
number of bigram features used for classification is equal to 2 million; however, these
feature vectors tend to be exceptionally sparse, typically containing fewer than 5000
non-zero features.

• In the days before deep learning, people used to solve computer vision tasks with
hand-crafted features, including ImageNet! One such task involves an image-ranking
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task corresponding to each noun in ImageNet (which is associated with more than
500 images). For example, one could use the “visterms” features, which are 10, 000-
dimensional but in reality have at most 100 non-zero components. This is another
example of sparsity in feature space.

Intuitively, to perform correct classification we need to determine to what extent each feature
influences the classification outcome. Accordingly, we would like to give frequently occurring
features very low learning rates, and infrequently occurring features a higher learning rate:
every time an infrequent feature is encountered, we as the learner should “take notice”.

It turns out that the AdaGrad algorithm does exactly this. The main idea is to treat
our high-dimensional problem (with such potential sparsity) as d separate OLO problems.
The essential observation is that we can write the regret relative to a particular decision
vector w as the decomposition of d “regrets” along each dimension, i.e.

RT (w) :=
T∑
t=1

〈`t,wt〉 −
T∑
t=1

〈`t,w〉

=
T∑
t=1

d∑
i=1

lt,iwt,i −
T∑
t=1

d∑
i=1

lt,iwi =:
d∑
i=1

RT,i(w)

In other words, we decompose the regret into the sum of d separate, 1-dimensional OLO
problems and try and solve them independently. This is the main idea of the most basic
version of AdaGrad: in particular, it sets an individual learning rate

ηt,i =
1√∑t
s=1 g

2
s,i

corresponding to each coordinate i. In the context of the ML examples above, you can think
of the parameter gt,i as being related to the magnitude of feature i of the training example
t. Since the learning rate is inversely proportional to these scalings, it is clear that we are
giving infrequently occurring features higher learning rates.

AdaGrad is known to achieve the following regret rate:

RT = O

D′ · d∑
i=1

√√√√ T∑
t=1

g2
t,i

 . (10.5)

It is interesting and instructive to compare Equations (10.4) and (10.5) in an extreme sparse
scenario: suppose, in particular, that only the gradients along direction 1 are non-zero (with
value at most G) and all other gradients are 0. Then, Equation (10.4) can be verified to give
a regret bound of O(D′G

√
dT , while Equation (10.5) will only give a regret of O(D′G

√
T ),

with no dependence on the dimension!
Extending this logic further, one could see that AdaGrad would adapt to the intrinsic

sparsity level in the data. This turns out to have substantial benefits in high-dimensional
ML settings; see, e.g. the experimental results in Duchi et al. (2011); Dean et al. (2012) The
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AdaGrad algorithm also inspired more sophisticated adaptive algorithms (which incorporate,
among other things, momentum and acceleration into the update) that yielded significant
empirical benefits in training deep neural networks. The theoretical performance of these
more sophisticated algorithms (AdaDelta, RMSProp and Adam) remains poorly understood
and remains an active area of research. See Image 5 in the blog post: https://ruder.io/
optimizing-gradient-descent/index.html for an illustration of the convergence of these
algorithms in the case of the Beale function in 2 dimensions, which is given by f(x, y) =
(1.5−x+xy)2 + (2.25−x+xy2)2 + (2.625−x+xy3)2 on the domain [−4.5, 4.5]× [−4.5, 4.5].
This turns out to be convex in x, y (athough it is difficult to verify), but with very large
gradients at the extremes as visualized in Figure 10.2. These are clearly settings where the
magnitude of the gradient can vary from iteration to iteration, and setting an adaptive step
size turns out to be extremely useful for faster convergence.

Figure 10.2: Surface plot of the Beale function, given by: f(x, y) = (1.5−x+xy)2 + (2.25−
x+ xy2)2 + (2.625− x+ xy3)2.

10.3. Bibliographical notes

• The AdaHedge idea first appeared in Cesa-Bianchi et al. (2007); a particularly nice and
refined proof appears in De Rooij et al. (2014), which is aptly titled “Follow-the-Leader
if you can, Hedge if you must.” Several sophisticated improvements over this initial
ideas now exist for the sequence prediction problem.

• We mentioned that a drift in the OLO problem (as in the stock market example) can
be similarly exploited to get better regret bounds, but did not provide an algorithm.
The MetaGrad algorithm (van Erven and Koolen, 2016) provides a way to do this.

• Francesco Orabona’s book draft is an excellent reference to learn more about adaptive
online learning algorithms (and OCO in general). The brief treatment of AdaGrad
that is provided here borrows from pages 26− 29 of this book. We did not cover proofs
of why AdaGrad works or the full scope of guarantees on regret and optimization

https://ruder.io/optimizing-gradient-descent/index.html
https://ruder.io/optimizing-gradient-descent/index.html
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convergence: the full details are in the paper (Duchi et al., 2011) (which is a good,
but advanced read). Related adaptive approaches were introduced by the concurrent
work (McMahan and Streeter, 2010), but with a focus on what is called the “competitive
ratio”, a complementary notion of measuring performance to regret. While studying
the competitive ratio of online algorithms is an extremely important topic, it is out of
scope for this class.

• The examples that we have provided for the benefits of AdaGrad in training ML
algorithms are directly from the original AdaGrad paper (Duchi et al., 2011). The
use of AdaGrad in training deep neural networks was popularized by Dean et al.
(2012). However, theoretical guarantees on its performance typically do not exist
owing to the non-convexity of the problem of training a deep neural network. In
practice, the tendency of AdaGrad to constantly shrink its learning rate is not always
desired. Accordingly, several heuristic improvements over AdaGrad have been proposed,
the most notable of which is Adam (Kingma and Ba, 2015). While Adam has
seen tremendous practical impact and is the gold standard for training deep neural
networks today, it is also very poorly understood and may not converge even in simple
scenarios (Reddi et al., 2019). Informal blog posts such as this one: https://ruder.
io/optimizing-gradient-descent/index.html provide a good window into how
optimization algorithms are chosen in practice, and the intuition behind why they are
used (but most of this intuition is not yet backed up by rigorous theory).

• There are several GitHub implementations of AdaGrad, e.g. https://github.com/
benbo/adagrad that you may be interested in playing around with.
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