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ECE 8803: Online Decision Making in Machine

Learning

Homework 2
Released: Sep 15 Due: Sep 28, 11:59 pm ET

Objective. To help build a bridge from prediction to decision-making, and help students interpret
online prediction algorithms through the framework of online optimization.

Problem 1 (Multiplicative weights = Follow-the-Regularized-Leader). 15 points In
this problem, we will show that multiplicative weights can be expressed in the online convex opti-
mization framework, by showing that it is equivalent to a Follow-the-Regularized-Leader problem
with a particular type of regularization that encourages randomization. This regularization is called
the entropy function, and originated in the study of information theory.

(a) For the case of binary prediction, recall that we defined P̂t := P[X̂t = 1]. For any p ∈ [0, 1]
define the binary entropy function

H(p) := −p log(p)− (1− p) log(1− p).

Plot H(p) as a function of p. When is it maximized, and when is it minimized? (You do not
need to prove this: the correct answer suffices.)

(b) Recall that the FTL algorithm was given by

X̂t := arg minx∈{0,1}Lt−1,x, (1)

where we defined Lt−1,x :=
∑t−1

s=1 ls,x and ls,x = I[Xs 6= x]. Show that this update can be
written as the minimum to an optimization problem in the following form:

P̂t := arg minp∈[0,1] [f(p, Lt−1,0, Lt−1,1)]

where f(·) is linear in each of p, Lt−1,0 and Lt−1,1.

Hint: Note that since FTL is a deterministic algorithm, it induces either P̂t = 0 (when
X̂t = 0) or P̂t = 1 (when X̂t = 1).

(c) Using the function that you defined above, consider the regularized update

P̂t := arg minp∈[0,1]f(p, Lt−1,0, Lt−1,1)−
1

η
H(p).

Show that this is equivalent to the multiplicative weights algorithm by explicitly calculating
P̂t.

Hint: Use your observation from part (a) to argue that the optimization problem above is
convex. Can you use this to calculate the minimum?
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(d) Use your observation in part (a) to argue, in your own words, why a smaller value of η
encourages more randomization.

(e) (BONUS – Prediction with expert advice (5 points)) In the more general setting of pre-
diction with K experts, we can define losses lt,i at time t for each expert i ∈ {1, . . . ,K}.
Accordingly, we can define a total loss vector Lt :=

[
Lt,1 . . . Lt,K

]
and a probability vec-

tor pt :=
[
pt,1 . . . pt,K

]
. Finally, we can also define a binary entropy function H(p) :=∑K

i=1−pi log(pi).

Repeat parts (a) – (d) to show that the multiplicative weights algorithm for K experts can be
written as a regularized update, i.e. a solution to the optimization objective f(p,Lt)− 1

ηH(p).

Hint: Use your intuition developed from parts (a) – (d) to propose an optimization objective.
Then, solve the minimum of this objective subject to pt,i ≥ 0, but without the probability
constraint. Do you notice a pattern?

Problem 2 (New algorithms through regularization). 20 points See attached iPython
notebook for details on this problem. Here, we only provide a brief description of the problem and
its subparts.

In Problem 1, you showed that multiplicative weights can be written as the solution to the
following optimization problem:

P̂t = arg minp∈[0,1]

[
f(Lt−1,1, Lt−1,0, p)−

1

η
H(p)

]
,

where H(p) was defined as the binary entropy function.
Now, we will explore a different type of regularizer, i.e. instead consider the update

P̃t = arg minp∈[0,1]

[
f(Lt−1,1, Lt−1,0, p) +

1

η
R(p)

]
,

where we now define

R(p) := log

(
1

p

)
+ log

(
1

1− p

)
.

This is often called the ”log-barrier” regularizer and was actually first proposed by Nemirovski
and Yudin.

(a) Plot R(p) versus p. Where is it minimized? Where is it maximized? Use this plot to argue
that minimizing R(p) encourages randomization.

(b) The optimization problem defined for the log-barrier regularizer turns out to have a closed
form solution, which is given by:

P̃t := f2(Dt) :=
2

ηDt +
√
η2D2

t + 4 + 2
,

where Dt := Lt−1,1 − Lt−1,0, i.e. the difference in the cumulative losses.

Express the multiplicative weight update at time step t as a different function P̂t = f1(Dt).
Then, plot both functions f1(·) and f2(·) as a function of d ranging between −10 and 10 for
the case η = 1. Which function decreases faster?
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(c) Implement the multiplicative weights update and the log-barrier update here as a function
of the losses Lt−1,0, Lt−1,1. You are free to use the starter code provided in the attached
iPython notebook, or code provided in the earlier resource “MultiplicativeWeights.ipynb”.
Please make the output of your algorithm a numpy array ”prob” with 2 entries, given by
[Pt,0, Pt,1].

Hint for log-barrier: recall that we defined Dt = Lt−1,1 − Lt−1,0.

(d) Now, we compare the performance of both algorithms on the two running examples that we
have been considering in class. We set T = 600, and consider two types of sequences:

a) the case where Xt = 1 for all t = 1, . . . , T . b) the case of the 1-periodic sequence.

For both algorithms, we will set η = 1 in order to more dramatically visualize differences in
performance.

Plot the total loss of each algorithm (what we defined as Ht in class) versus the number of
time steps t on sequences (a) and (b). Please make separate figures for the evaluation of (a)
and (b).

You are welcome to directly use the starter code provided below to evaluate the performance
of an arbitrary algorithm (parameterized by eta) on an arbitrary binary sequence. This starter
code will return a ”total loss vector” given by

[
H1 . . . HT

]
for plotting convenience.

(e) Report the superior algorithm for sequence (a) and sequence (b) respectively. Based on this
report, which algorithm do you think tends to randomize more? (You are also welcome to
use the answer to part (b) as a hint.)

(f) (BONUS - theory (10 points)) Prove that the log-barrier regularizer leads to the explicit
update given in part (b).

Hint: the quadratic formula may be useful.

Problem 3 (Lower bound for online linear optimization (OLO)). 15 points We have
discussed several algorithms in class that achieve the optimal regret guarantee RT = O(

√
T ). We

have also mentioned that this guarantee is optimal (i.e. there exists an instance on which any
algorithm would incur at least

√
T regret). In the setting of binary prediction, or decision-making

using expert advice, this instance is randomly constructed and somewhat complicated to describe.
However, in the setting of online linear optimization, it turns out that we can create a remarkably
simple adversary that forces any OLO algorithm to incur exactly

√
T regret. In this problem, we

will show precisely this. All norms ‖ · ‖ are, by default, the Euclidean (`2) norm.

(a) Let {`t}Tt=1 be a set of vectors in Rd. Assume that ‖`i‖ = 1 for all t = 1, . . . , T , and
furthermore, `>t (

∑t−1
s=1 `s) = 0 for all t > 1. Prove that ‖

∑T
t=1 `t‖ =

√
T .

Hint: You may find it useful to start from the fact that∥∥∥∥∥
T∑
t=1

`t

∥∥∥∥∥
2

=

∥∥∥∥∥
T−1∑
t=1

`t + `T

∥∥∥∥∥
2

=

∥∥∥∥∥
T−1∑
t=1

`t

∥∥∥∥∥
2

+ ‖`T ‖2 + 2`>T

(
T−1∑
t=1

`t

)
where the above uses the algebraic identity on ||a + b||2 for two vectors a and b. After sim-

plifying the above, apply the same procedure recursively, i.e. to the term
∥∥∥∑T−1

t=1 `t

∥∥∥2.
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Figure 1: Example when d = 3.

(b) Consider the case where d ≥ 3, and let the decision set B be a ball of radius 1 and centered
at the origin. In other words, B := {w : ‖w‖ ≤ 1}. Prove that for any set of loss vectors
{`t}Tt=1, the optimal decision in hindsight is given by:

w∗ = −
∑T

t=1 `t

‖
∑T

t=1 `t‖
.

(c) Now, we define our the adversary’s policy is defined as follows: When t = 1, after observing the
learner’s decision w1, the adversary chooses a vector `1 such that ‖`1‖ = 1 and `>1 w1 = 0. For
round t ≥ 2, the adversary will choose a `t such that ‖`t‖ = 1, `>t wt = 0 and `>t (

∑t−1
i=1 `i) = 0.

Note that such a `t can always be found for d ≥ 3 (as `t is the normal vector of the plane
spanned by wt and

∑t−1
i=1 `i). Figure 1 shows an example for the 3-dimensional case.

Prove that the regret of any OLO algorithm is equal to
√
T under this policy.

(d) (BONUS – 10 points) For d = 2, can we still design a policy for the adversary to ensure the
Ω(
√
T ) lower bound?

Hint: In fact, `t does not need to be exactly orthogonal to wt and
∑t−1

i=1 `i for the proof
approach to work.

Problem 4 (Bonus) – 5 points

(a) Which concept in class have you found most: a) interesting, b) intuitive, c) difficult to grasp?
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